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Deep Hedging of Derivatives
Using Reinforcement Learning

ABSTRACT:
We use deep distributional reinforcement learning (RL) to develop a hedging strategy for a trader
responsible for derivatives that arrive stochastically and depend on a single underlying asset. The
transaction costs associated with trading the underlying asset are usually quite small. The trader
therefore normally carries out delta hedging daily, or even more frequently, to ensure that the
current portfolio is almost completely insensitive to small movements in the asset’s price. Hedging
the portfolio’s exposure to large asset price movements and volatility changes (gamma and vega
hedging) is more expensive because this requires trades in derivatives, for which transaction costs
are quite large. Our analysis takes account of these transaction cost differences. It shows how RL can
be used to develop a strategy for using options to manage gamma and vega risk with three different
objective functions. These objective functions involve a mean-variance trade-off, value at risk, and
conditional value at risk. We illustrate how the optimal hedging strategy depends on the asset price
process, the trader’s objective function, the level of transaction costs when options are traded, and
the maturity of the options used for hedging. We also investigate the robustness of the hedging
strategy to the process assumed for the underlying asset.1
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1. Introduction
Transaction costs arise because of the difference between the bid price (i.e., the price at
which an asset can be sold to a market maker) and ask price (i.e., the price at which the asset
can be bought from the market maker). The transaction cost for a particular trade with a
market maker can be quantified as half of this difference. The trades entered into by a
derivatives dealer fall into two categories: those requested by clients and those entered into
as hedges. Trades in the first category are profitable to the dealer. The clients, which might
be other financial institutions or non-financial corporations, tend to buy at the ask price and
sell at the bid price. Trades in the second category are liable to be costly to the dealer
because it is the dealer who faces transaction costs, i.e., dealer will usually have to buy at the
ask price and sell at the bid price. (These trades are typically with another market maker.) It
is the second set of trades that we focus on in this research.
Consider a trader responsible for a portfolio of derivatives that evolves stochastically and
depends on a particular underlying asset. 2 As is well known, the risks are typically measured
by what are referred to as the “Greek letters” or simply the “Greeks.” The most important
Greeks are delta, gamma, and vega. 3 Delta is the first partial derivative of the value of the
portfolio with respect to the underlying asset; gamma is the second partial derivative of the
value of the portfolio with respect to the underlying asset; vega is the partial derivative of the
value of the portfolio with respect to the volatility of the underlying asset. The delta of a
portfolio can be changed by taking a position in the underlying asset. However, this has no
effect on gamma and vega. These can be changed only by taking a position in a derivative.

2

Trading rooms are generally organized so that responsibility for all securities dependent on a particular asset is
assigned to one trader.
3
Vega is not a letter in the Greek alphabet, but is usually referred to as a Greek letter in this context.
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The delta risk is usually the biggest risk faced by the trader we are considering. Fortunately,
the transaction costs for trades in the underlying asset are usually quite small. The trader is
typically required to trade the underlying asset to make delta zero, or close to zero, each day
(or even more frequently). The transaction costs associated with trades in derivatives such as
options are much larger and zeroing out gamma and vega on a regular basis is usually too
costly. A trader must therefore often employ partial hedges that reduce risk to an acceptable
level.
In this paper, we examine the hedging of European options entered into with clients. We
assume that the hedge position is rebalanced periodically (e.g. every day) and that the agent
can take a position in an at-the-money European option to manage gamma and vega. Once
that has been done, a position in the underlying asset is taken to make the total position
delta-neutral. A number of researchers such as Halperin (2017), Buehler et al (2019), Kolm
and Ritter (2019), and Cao et al (2021) have used reinforcement learning to examine hedging
decisions. The distinctive feature of this paper is that we focus on the use of options for
gamma and vega hedging in the context of a client portfolio that evolves stochastically. 4 We
assume that there are transaction costs associated with bringing options into the portfolio for
hedging purposes, but no transaction costs are associated with trading the underlying asset.
This reflects the fact that the costs associated with trading options are much higher than
those associated with trading the underlying asset. Each time the portfolio is rebalanced the
trader decides on the position that should be taken in an option for hedging purposes and
then trades the underlying asset to create a delta-neutral portfolio.
To illustrate our approach, we will assume throughout this paper that the client options (i.e.,
the options which have to be hedged) arrive according to a Poisson process with intensity 1.0
per day. The options are at the money, always have a maturity of 60 days, and are equally
likely to be long or short.5 Our approach can be applied to other more complex processes that
might be estimated by a trader for the arrival of client options. We consider the performance
of hedging over a 30 trading days.

4

Carbonneau and Godin (2021) take a different approach from us and consider how options can be used for
pricing in the context of the equal risk pricing framework of Marzban et al (2020). Devising a strategy for using
options to price another derivative is essentially the same problem as devising a strategy for hedging the
derivative using options. One is the mirror image of the other.
5
The moneyness of the options of course changes as the underlying asset price evolves.
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We assume that an at-the-money European call option with a particular time to maturity is
always used for hedging. 6 The option used for hedging is therefore different each time the
portfolio is rebalanced and the portfolio accumulates positions in these options through time.
The transaction costs associated with trading an option used for hedging is assumed to equal
a specified proportion of the option’s value. To assess the performance of a particular
hedging strategy, all options are valued at their mid-market prices at the end of the 30-day
period considered.
We test three different objective functions. The first one involves a trade-off between the
mean and standard deviation of the hedging cost. The second one involves minimizing value
at risk (i.e., minimizing a particular percentile of the loss distribution). The third one involves
conditional value at risk (also referred to as expected shortfall) where the hedger’s objective
is to minimize the expected loss conditional on the loss being worse than a particular
percentile of the loss distribution. We use reinforcement learning to examine the optimal
hedging strategies for these objective functions.
In addition to the values of the objective functions, we report the expected cost of hedging
over the 30-day hedging period. This can be compared with an estimate of the expected
profits made by the trader on client options. Assuming that the transaction costs earned on
client options are the same as those paid on hedging options, we find that the hedging
strategies we consider are economically feasible in that the total expected transaction costs
earned are comfortably greater than the total expected transaction costs paid.
The rest of the paper is organized as follows. Section 2 describes the reinforcement learning
model we use. Section 3 explains the model we use for the evolution of the asset price.
Section 4 presents our illustrative results. It first focuses on gamma hedging by considering a
world where volatility is constant and then considers a stochastic volatility world where both
gamma and vega have to be monitored. Section 5 investigates the robustness of the hedging
strategies we consider. Conclusions and suggestions for further work are in Section 6.

6

At-the-money options are most efficient for hedging because their gamma and vega are large relative to in-themoney or out-of-the-money options.
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2. The RL Model
Reinforcement learning (RL) is a framework for modeling a sequential decision-making
process and learning a decision strategy that is optimal for some given objective. The process
is represented by states, actions, and rewards. States are variables used to make decisions. In
a trading setting, for example, these could be asset or option prices, implied volatilities, the
current holdings of a trader, and so on. Actions are decisions that are made in each state. For
instance, selling or buying an underlying asset could be an action. These actions are taken by
an agent, who in our example, is the trader. Rewards are the gains (net of losses) that arise
from each decision in the sequential process.
A policy is a rule defining the actions taken by the agent in every possible state. By carrying
out trials the agent obtains feedback on the policies followed and is able to iterate toward the
policy that optimizes the objective. A trial can be viewed as a sequence of transitions
between states. The transitions depend on the policy followed and on the stochastic
dynamics of the environment. Each transition from one state to another potentially results in
a reward. Figure 1 illustrates this. The agent takes an action, 𝐴0, at time zero when the state
𝑆0 is known. This results in a reward, 𝑅1 , at time 1 and the agent transitions to a new state, 𝑆1 .

The agent then takes another action, 𝐴1 which results in a reward, 𝑅2 at time 2 and a new
state, 𝑆2 ; and so on.7
In the standard RL formulation, the goal of the agent is to maximize expected future rewards.
Specifically, the agent attempts to maximize at time t the expected value of 𝐺𝑡 , where
𝐺𝑡 = 𝑅𝑡+1 + 𝛾𝑅𝑡+2 + 𝛾 2 𝑅𝑡+3 + ⋯ + 𝛾 𝑇−1 𝑅𝑇
Here 𝑇 is a horizon date and 𝛾 ∈ (0,1] is a discount factor. Define 𝑄(𝑆, 𝐴) as the expected

value of 𝐺𝑡 from taking action 𝐴 in state 𝑆 at time 𝑡. This is also known as the Q-function. As
trials take place 𝑄(𝑆, 𝐴)is updated, either by considering all future rewards (the Monte Carlo
method) or evaluating the agent’s position at the time the next decision has to be made
(temporal difference learning).

7

Sutton and Barto (2018) provide a comprehensive treatment of reinforcement learning.
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Figure 1: The RL setup. 𝑆𝑖 , 𝐴𝑖 , and 𝑅𝑖 are the state, action taken, and reward received at time
𝑖 . By convention 𝑅0 = 0.

The random variable, 𝐺𝑡 , follows an unknown distribution. As mentioned, the standard RL
formulation involves maximizing the expected value of the distribution of returns, 𝑄(𝑆, 𝐴).
This is not appropriate for our application (and many other applications in finance) because
we are concerned with exploring risk-return trade-offs. A class of RL methods collectively
referred to as risk-aware reinforcement learning has recently been developed to extend
reinforcement learning so that other attributes of the distribution of 𝐺𝑡 beside the mean can
be considered.
The well-known Bellman equation provides an important theoretical foundation for
reinforcement learning. Traditionally, it has been used to determine 𝑄(𝑆, 𝐴) iteratively. Tamar
et al (2016) show how both the first and second moment (and possibly higher moments) of
the distribution of 𝐺𝑡 can be updated using more than one Q-function. Cao et al (2021) used
this approach and produced results for an objective function involving the mean and standard
deviation of 𝐺𝑡 , where one Q-function approximates the mean of the terminal return and a
second Q-function approximates the expected value of the square of the terminal return.
However, the approach is less than ideal. It is computationally demanding and imposes
restrictions on the objective functions that can be considered.
Bellemare et al (2017) have pointed out that the Bellman equation used to update 𝑄(𝑆, 𝐴)can
also be used to update distributions. Define 𝑍(𝑆, 𝐴) as the distribution of 𝐺𝑡 resulting from
action 𝐴 in state 𝑆. They suggest a procedure known as C51 where 𝑍(𝑆, 𝐴) is defined as a
categorical distribution and where probabilities are associated with 51 fixed values of 𝐺𝑡 . As
new points on the distribution are determined in trials they are allocated to the neighboring
fixed points. Barth-Maron et al (2018) incorporate this approximation method into an actorcritic RL model, where one neural network (critic) estimates the categorical distribution
6

𝑍(𝑆, 𝐴) and another neural network (actor) decides the actions that the agent takes based on

information from the critic network. These two neural networks are trained simultaneously.
Their framework also supports the use of multiple agents at the same time for distributed
exploration of the search space in large-scale RL problems. The overall process is known as
Distributed Distributional Deep Deterministic Policy Gradients (D4PG) and has become an
impactful RL algorithm with applications primarily in robotic control systems.
Dabney et al (2018) proposed an alternative distributional RL algorithm, called QR-DQN, that
uses quantile regression (QR) to approximate 𝑍(𝑆, 𝐴). The distribution is represented with a
discrete set of quantiles whose positions are adjusted during training. Compared to C51, QR
generalizes better and is more flexible. It can efficiently approximate a wide range of
distributions without the need to specify fixed points a priori. The QR procedure is wrapped
within a well-known and studied RL algorithm called Deep Q-Learning (DQN). Unlike actorcritic architectures, DQN uses only a single neural network. The neural network approximates
𝑍(𝑆, 𝐴) and the agent actions are generated using a greedy algorithm. The authors show that

QR produces better results than C51 when both used in DQN algorithms and applied to Atari
2600 games.
For the hedging problem at hand QR is an attractive solution as it is straightforward to
measure value at risk (VaR) and conditional value at risk (CVaR) directly on the quantile-based
representation that it generates. In contrast, C51 requires interpolating on the categorical
distribution to obtain quantiles, which induces additional approximation errors. Further, an
actor-critic architecture similar to the one used in D4PG is also more desirable compared to
DQN. The latter is a lightweight sample-efficient model, often used in cases where simulation
is slow. In our setting, simulating the portfolio is a fast process and not the bottleneck,
therefore actor-critic models can handle the task well while exploring the search space
rigorously. We posit that this is crucial towards identifying hedging strategies that are
sensitive to different hedging scenarios and volatility movements in the underlying. The
combination of QR and D4PG has not been explored in the literature. In this work, as one of
our contributions, we modify D4PG to support QR at the output of the critic neural network.
(The Appendix provides an overview of the process). This is the algorithm that we are using
for all experiments discussed later. We observed that our implementation is superior to D4PG

7

(which uses C51 by default) for VaR and CVaR objective functions and as good as D4PG for the
mean/standard deviation objective in terms of accuracy and computational efficiency.8
We now describe how we use the distributional RL framework for hedging. We assume that
we are hedging a portfolio of client options. The portfolio composition evolves as new client
options arrive. Arrivals are modeled with a Poisson process the intensity of which can be
specified as a parameter in our framework. In expectation, half of the client orders are short
and half are long. At the time of each rebalancing, we use an at-the-money call option for
hedging. We assume that the trader rebalances at time intervals of ∆𝑡.
Prices for the underlying asset are generated by a pre-specified stochastic process, which will
be described in the next section. All options are assumed to give the holder the right to buy or
sell 100 units of the underlying asset. We set ∆𝑡 equal to one day and the time period, 𝑇,
considered is 30 days. We set 𝛾 = 1 as this period is fairly short.
The state at time 𝑖∆𝑡 is defined by:
•

The price of the underlying asset.

•

The gamma of the portfolio.

•

The vega of the portfolio.

•

The gamma of the at-the-money option used for hedging.

•

The vega of the at-the-money option used for hedging.

The portfolio gamma is calculated as the sum of the gammas of all the options in the
portfolio. Portfolio vega is calculated similarly.
The action at time 𝑖∆𝑡 is the proportion of maximum hedging that can be done. Specifically,
we don’t allow the agent to try any arbitrary position in the hedging option during training.
Instead, we determine at each time step the maximum hedge permitted such that at least
one of the two following criteria is satisfied: (a) the ratio of gamma after hedging to gamma
before hedging falls in the range [0,1] and (b) the ratio of vega after hedging to vega before
hedging falls in the range [0,1]. The action of the agent as a proportion of the maximum
hedge is in the range [0.1].9 For example, if the agent’s action is equal to 0.3, then the agent

8

We use D4PG with a single agent in all experiments since the distributed version is not necessary.
This can be done by choosing an appropriate activation function in the last layer of the neural network that
models the agent’s action.
9

8

takes a position equal to 30% of the maximum hedge allowed according to the above
restrictions. This proportion is then translated into actual number of units in the hedging
instrument and we use those units to simulate the portfolio for the next time step. The
rationale behind restricting the action space is that we increase sample efficiency and
improve convergence. By enforcing these ranges, we avoid wasteful simulations where the
agent tries actions that are known not to be in any optimal solution and therefore reduce the
size of the search space.
Define:
𝑉𝑖 :

The value of the at-the-money option that is used for hedging at time 𝑖∆𝑡.

𝐻𝑖 :

The position taken in the at-the-money option used for hedging at time 𝑖∆𝑡.

𝜅:

The transaction cost associated with the option used for hedging as a proportion of
the value of the option.

𝑃𝑖− :

The portfolio market value at time 𝑖∆𝑡 before the arrival of any new client options and
before the execution of hedging trades

𝑃𝑖+ :

The portfolio market value at time 𝑖∆𝑡 after the arrival of any new client options and
after the execution of hedging trades

Both 𝑃𝑖− and 𝑃𝑖+ capture (a) the value of the options (both those being hedged and those
used for hedging) that have not previously expired and (b) the value of the position in the
underlying asset. If an option expires at time 𝑖∆𝑡, its value at time 𝑖∆𝑡 is set equal to its
intrinsic value.
Trades in client options are assumed to be carried out at market value (i.e., the results
reported do not take account of the dealer’s profits on these trades). Hedging decisions are
assumed to be made after the arrival of client options and incur a proportional transaction
cost 𝜅.
The reward at time 𝑖∆𝑡 (i > 0) is therefore10

As mentioned, we assume that delta hedging can be carried out costlessly. Also, our  = 1 assumption is
equivalent to assuming no funding costs. The rationale behind these assumptions is that the costs are very small
compared to the transaction costs associated with buying or selling the options.
10

9

+ )
𝑅𝑖 = −𝜅|𝑉𝑖 𝐻𝑖 | + (𝑃𝑖− − 𝑃𝑖−1

+ )
Here −𝜅 |𝑉𝑖 𝐻𝑖 | is the transaction cost paid at time 𝑖 and (𝑃𝑖− − 𝑃𝑖−1
is the change in portfolio

value from time (𝑖 − 1)∆𝑡 to 𝑖∆𝑡. This reward formulation is referred to as the accounting
P&L formulation in Cao et al (2021) and might be called the clean P&L minus explicit hedging
transaction costs by practitioners.

10

3. The Asset Pricing Model and State Variables
We assume that the risk-neutral behavior of the underlying asset price, 𝑆, and its volatility, 𝜎,
are governed by the following stochastic processes. 11
𝑑𝑆 = (𝑟 − 𝑞)𝑆𝑑𝑡 + 𝜎𝑆𝑑𝑧1
𝑑𝜎 = 𝑣𝜎𝑑𝑧2

where 𝑑𝑧1 and 𝑑𝑧2 are Wiener processes with constant correlation 𝜌. The volatility of
volatility variable, 𝑣, the risk-free rate, r, and the dividend yield, q, are assumed constant. We
assume that the real-world expected return 𝜇 is also constant. The real-world process for the
asset price is the same as that given above with 𝑟 − 𝑞 replaced by 𝜇.
This model is a particular case of the SABR model developed by Hagen et al (2002). 12 It has
the attractive property that there is a good analytic approximation to a European option’s
implied volatility. Define 𝜎0 and 𝑆0 as the initial values of 𝜎 and 𝑆. If the strike price and time
to maturity of a European call option are 𝐾 and 𝑇, the estimate of the implied volatility is 𝜎0 𝐵
when 𝐹0 = 𝐾 and

𝜎0 𝐵𝜙
𝜒

otherwise where
𝐹0 = 𝑆0 𝑒 (𝑟−𝑞)𝑇
𝐵 = 1+(

𝜌𝑣𝜎0 (2 − 3𝜌2 )𝑣 2
+
)𝑇
4
24

𝜙=

𝜒 = ln (

𝑣
𝐹0
ln ( )
𝜎0
𝐾

√1 − 2𝜌𝜙 + 𝜙 2 + 𝜙 − 𝜌
)
1−𝜌

Denoting the implied volatility by 𝜎imp , the value of the option is given by the Black-ScholesMerton formula:

11

For the rest of the article, 𝑆 refers to the asset price rather than the state.
The general SABR model is (in a risk-neutral world) 𝑑𝐹 = 𝜎𝐹𝛽 𝑑𝑧1 with 𝑑𝜎 = 𝑣𝜎𝑑𝑧2 where 𝐹 is the forward
price of the asset for a particular maturity. We set 𝛽 = 1 and assume that the volatility, σ, applies to the
12

evolution of all forward prices. When the forward contract matures at time T, 𝑆 = 𝐹𝑒 −(𝑟−𝑞)(𝑇−𝑡) so that 𝑆
follows the process indicated.

11

𝑆0 𝑁(𝑑1 )𝑒 −𝑞𝑇 − 𝐾𝑒 −𝑟𝑇 𝑁(𝑑2 )

(1)

where
2

𝑑1 =

𝜎imp
𝑆
ln ( 0 ) + (𝑟 − 𝑞 +
)𝑇
𝐾
2
𝜎imp √𝑇
𝑑2 = 𝑑1 − 𝜎imp √𝑇

and 𝑁 is the cumulative normal distribution function. When 𝑣 = 0 the implied volatility is
constant and equal to 𝜎0 and the SABR model reduces to the option pricing model developed
by Black and Scholes (1973) and Merton (1973).
As mentioned, delta is the first partial derivative of the option price with respect to the asset
price, gamma is the second partial derivative with respect to the asset price, and vega is the
first partial derivative with respect to volatility. Under the model that is being assumed, a
natural idea is to regard a European option value as a function of 𝑆 and 𝜎 for the calculation
of these partial derivatives. However, the usual practitioner approach is to regard the option
value as a function 𝑆 and 𝜎imp when Greek letters are calculated. This is the approach we will
adopt. Denoting delta, gamma, and vega by Δ, Γ, and Υ respectively, equation (1) gives:
Δ = 𝑁(𝑑1 )𝑒 −𝑞𝑇
Γ=

𝑁′(𝑑1 )𝑒 −𝑞𝑇
𝑆0 𝜎imp √𝑇

Υ = 𝜎imp √𝑇𝑁′(𝑑1 )

The delta, gamma, and vega of a portfolio are calculated by summing those for the individual
options in the portfolio in keeping with usual practice.
As mentioned, there are five state variables in our RL model. These are the asset price, S, the
practitioner vega and gamma of the total portfolio, and the practitioner vega and gamma of
the hedging option. We assume that a trader is able to observe the implied volatilities of
options and would therefore be able to calculate the state variables. We did not include the
instantaneous volatility, 𝜎, as a state variable as this is not directly observable. However, the
state variables we do use incorporate information on 𝜎.
As mentioned, we investigate three objective functions (a mean-SD trade-off, VaR and CVaR)
over a time period of 30 days. These objective functions are not time consistent. This means
12

that it might in theory be optimal for the agent to change the strategy followed as time
passes to reflect profits/losses so far. We assume that this does not happen: the agent precommits to a particular strategy that will be used consistently throughout the 30-day period.
We do not therefore include the profit/loss so far or the time to the end of the 30-day period
as state variables.13 We consider this to be a sensible way of developing a robust hedging
strategy. In practice, what has happened in the past should not influence the strategy
followed. The time horizon of 30 days is somewhat arbitrary. In practice, a time horizon tied
to the month- or quarter-end for a trading desks might be considered.

13

We did carry out some tests where these were included as state variables. Interestingly, hedging performance
was very similar to that obtained without using them as state variables.
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4. Results
We conducted the hedging experiment with three different objective functions. The objective
functions are calculated from the loss from trading at the end of the hedging period. The first
objective function to be minimized is
𝑚 + 1.645𝑠

where 𝑚 is the mean of the trading loss and 𝑠 is its standard deviation. 14 The motivation for
this objective function is that, if the distribution of the trading loss were normal, we would be
minimizing the 95th percentile of the loss distribution.
The second and third objective functions minimize the value at risk and conditional value at
risk. For both measures we use a 95% confidence level. Our value at risk measure (VaR95) is
therefore the 95th percentile of the portfolio loss while our conditional value at risk measure
(CVaR95) is the expected loss conditional on the loss being worse than the 95 th percentile of
the loss distribution.
The results we report are averages over 5,000 test scenarios for a 30-day hedging period. The
test scenarios are different from the scenarios on which agents are trained. Within each set of
tests, the scenarios were kept the same.
4.1 Hedge Ratios
In all the experiments, we measure the amount of gamma and vega hedging conducted by
the RL agents with a hedge ratio, which is defined as one minus the total gamma/vega
exposure after the hedging divided by the total gamma/vega exposure before hedging in each
period. As the ratio increases, a greater amount of gamma/vega is hedged.
+

∑𝑡 𝑠𝑖𝑔𝑛(Γ 𝑡 )Γ 𝑡
Gamma Hedge Ratio = 1 −
∑𝑡 𝑠𝑖𝑔𝑛(Γ𝑡 )Γ𝑡
+

∑𝑡 𝑠𝑖𝑔𝑛(Υ𝑡 )Υ𝑡
Vega Hedge Ratio = 1 −
∑𝑡 𝑠𝑖𝑔𝑛(Υ𝑡 )Υ𝑡

14

The mean gain is negative because we do not take account of the profit from the position being hedged
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+

where Γ 𝑡 is portfolio gamma before hedging at time t and Γ 𝑡 is this ratio after hedging.
+

Similarly, Υ𝑡 and Υ𝑡 are the portfolio vega before and after hedging. We report average
values of these ratios across all test scenarios.

4.2 Gamma Hedging Results
We start by focusing on gamma risk by setting 𝑣 = 0 so that the SABR model reduces to the
Black-Scholes-Merton model and there is no vega risk. We remove the two vega-related state
variables in this experiment as they are not relevant to the agent. We assume the RL agent
has to hedge the client orders arrive according to Poisson process with intensity 1.0 per day.
As already explained, each client order is assumed to be for a 60-day option on 100 units of
the underlying assets and has an equal probability of being long or short. We run experiments
with transaction cost assumed to be 0.5%, 1% and 2% of the option price. A 30-day at-themoney option is used as the hedging option. The initial stock price is set at $10 with risk free
rate, expected asset return, and dividend yield all equal to 0, and the volatility is 30% per
annum. A total of 5,000 test scenarios were generated over the 30-day hedging period, and
these scenarios are kept the same for all results reported.
Table 1 compares the performance of RL agents with delta-neutral and delta-gamma-neutral
strategies when they use the three different objective functions and the three different
transaction cost assumptions. It shows that RL improves the hedger’s objective functions
compared to the simpler strategies 15. The outperformance of the RL agents can be attributed
to their ability to adjust their hedging policies for different transaction costs. As the
transaction cost increases, the RL agents reduce the amount of gamma they are hedging. The
expected trading loss increases as the transaction cost increases. However, because less
hedging is done the expected trading loss rises more slowly than transaction costs.
The value of one client option is about $60 based on Black-Scholes pricing formula with our
chosen parameters. With the expected arrival of one option per day, the expected profit
from client options over 30 days is therefore about $1,800 times the premium over the mid
market value charged on client options. If this premium is 𝜅 times the option price (i.e. the

15

Although we obtain good results in almost all our experiments, it is important to note that the convergence to
true optimal isn’t guaranteed by the algorithm

15

transaction cost faced by clients of the dealer is the same as the transaction cost faced by the
dealer when hedging), the results in the table show that the cost of hedging is comfortably
covered by the transactions costs earned on client options. For example, when 𝜅 𝑖𝑠 1% the
expected cost of the RL hedge is less than $5 whereas the expected profit from client options
is $1816.
Table 1: Results of tests when volatility is constant. The Delta column shows the values of the
objective functions when only delta hedging is carried out; the Delta-Gamma column shows
the values when delta and gamma are fully hedged. The RL results column shows the values
when RL agents are used to minimize the objective functions in the first column. The final two
columns report the average percentage of gamma hedged and the expected loss from trading
conducted by the RL agent.

Objective Function

Objective Function Value for
Delta
DeltaRL
Gamma

0.5% Transaction Cost
Mean-Std
24.61
VaR95
24.29
CVaR95
36.64
1% Transaction Cost
Mean-Std
24.61
VaR95
24.29
CVaR95
36.64
2% Transaction Cost
Mean-Std
24.61
VaR95
24.29
CVaR95
36.64

Gamma Hedge
Ratio

Expected Loss
From Trading

5.78
5.78
7.13

5.44
5.47
6.78

0.83
0.75
0.79

3.00
2.80
2.92

9.93
10.12
11.55

8.36
8.63
10.02

0.57
0.56
0.60

4.58
4.51
4.71

18.74
19.11
21.10

12.73
13.05
15.37

0.30
0.24
0.29

5.91
5.15
5.78

Figure 2 shows that the distribution of the gain for the delta, delta-gamma, and RL strategies
for the VaR95 agent. An examination of the left tails of the distributions in the rug plot shows
that the VaR95 RL strategy has a smaller probability of experiencing large losses than the
delta and delta-gamma strategies. The expected loss from following a delta hedging policy is
zero. This is as expected because we assume no transaction costs for delta hedging. The
expected loss of RL is clearly less than delta-gamma strategy.
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This assumes that the transaction cost premium (1% of option value in the example) on client trades is realized
at the inception of the trades.
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Figure 2: Comparison of gain distribution for delta hedging, delta-gamma-neutral hedging,
and hedging by the VaR95 RL agent when transaction cost = 1%. Note that the 5th percentile
of the gain distribution below corresponds to the 95 th percentile loss in Table 1

4.3 Impact of Volatility Uncertainty
We now move on to consider situations where volatility is uncertain by setting 𝜎0 equal to
30%, 𝑣 equal to 0.3, and 𝜌 = −0.7 in the model in Section 3. Other parameters and
assumptions are as in Section 4.2. With two options, both gamma and vega could be
completely neutralized. However, we assume that only a single at-the money option is
available. Whereas short maturity at-the-money options are most useful for hedging gamma,
longer maturity options work better for vega. Table 2 illustrates this by showing results for
two different maturities of the options used for hedging: 30 days and 90 days. As before three
different transaction costs, as a percent of the hedging option price, are considered. The
hedging policy of the RL agents is adaptive to the maturity of the hedging options. The
performance of the RL agents is closest to the delta-gamma-neutral policy when short-dated
maturity options are used for hedging and the performance moves closer to the delta-vega
neutral policy as the option maturity increases. Similar to the Black-Scholes-Merton results,
the RL agents reduce the amount of gamma and vega hedging as transaction cost increases.
17

As in Table 1, the expected loss from trading is comfortably covered by the transaction cost
earned on client options.
Table 2: Results of tests when volatility is stochastic. The Delta-column shows the values of
the objective function when only delta hedging is carried out; the Delta-Gamma column
shows the values when delta and gamma are fully hedged; the Delta-Vega column shows the
values when delta and vega are fully hedged. The RL results column shows the values when
RL agents are used to minimize objective functions. The final three columns report the
averages of the gamma and vega hedged by RL and the expected loss from trading conducted
by the RL agent.
Hedge
Option
Maturity

Objective
Function

Value of Objective Function for
DeltaDeltaDelta Gamma Vega
RL

Transaction Costs = 0.5%
Mean-Std 35.76
30 days
VaR95
34.43
CVar95
52.91
Mean-Std 35.76
90 days
VaR95
34.43
CVar95
52.91
Transaction Costs = 1%
Mean-Std 35.76
30 days
VaR95
34.43
CVar95
52.91
Mean-Std 35.76
90 days
VaR95
34.43
CVar95
52.91
Transaction Costs = 2%
Mean-Std 35.76
30 days
VaR95
34.43
CVar95
52.91
Mean-Std 35.76
90 days
VaR95
34.43
CVar95
52.91

Gamma Vega Expected
Hedge Hedge
Loss
Ratio
Ratio
From
Trading

19.46
19.23
27.53
25.25
24.43
31.96

44.82
42.90
62.77
15.47
15.40
20.21

17.76
19.31
26.06
14.28
14.41
18.17

0.53
0.61
0.73
0.27
0.24
0.26

0.17
0.18
0.16
0.55
0.47
0.63

2.75
3.25
3.44
4.90
4.53
5.04

23.06
23.02
31.55
35.29
35.01
42.63

51.36
50.24
69.92
22.20
22.05
27.18

20.03
20.22
26.81
18.61
18.86
24.58

0.50
0.45
0.42
0.14
0.15
0.12

0.13
0.12
0.10
0.37
0.32
0.31

4.40
3.98
4.00
6.21
6.36
5.65

30.51
30.67
39.79
56.67
56.97
65.05

64.77
64.56
84.38
36.58
36.78
42.14

24.17
23.85
31.57
25.20
25.73
32.62

0.33
0.29
0.27
0.09
0.08
0.09

0.11
0.07
0.07
0.21
0.16
0.16

7.01
5.70
5.62
9.31
7.80
8.13

By training multiple RL agents with different VaR percentiles as objective functions and using
a 30 days maturity hedging option, we have constructed a frontier to represent the risk and
return for different levels of risk aversion when transaction cost is equal to 1% in Figure 3. The
figure shows that the RL agents generally outperform simple rule-based strategies such as
delta-neutral, delta-gamma-neutral and delta-vega-neutral.
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Figure 3: Risk-return trade-offs that are possible using RL with different objective
functions. The positive average cost of hedging reported in previous tables means the
average return of the agent is negative
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5. Robustness Tests
Our tests so far have assumed that the agent correctly estimates the stochastic process
followed by the underlying asset. We now consider the sensitivity of hedge performance to a
stochastic process that is different from the one assumed in developing the hedging strategy.
We assume that the true stochastic process is the one considered in Table 2 where the
volatility of volatility parameter, 𝑣 , is 0.3 and the initial volatility 𝜎 is 30%. The option used
for hedging is assumed to last for 90 days and the transaction costs are 1% of the option
price.
Table 3: Values of the objective function and expected cost of hedging when the hedging
strategy is developed with values of the volatility of volatility, 𝑣, that are different from the
actual 0.3 value. The initial volatility, 𝜎, is assumed to be 30%.
𝑣

0.0

0.15

0.3

0.45

0.6

Objective
Function

Value of
Objective
Function

Gamma
Hedging
Ratio

Vega
Hedging
Ratio

Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95

23.29
23.96
32.79
21.49
20.98
25.86
18.61
18.86
24.58
18.72
18.73
22.97
19.66
18.47
23.48

0.17
0.18
0.21
0.15
0.11
0.17
0.14
0.15
0.12
0.19
0.16
0.19
0.20
0.17
0.20

0.16
0.16
0.17
0.17
0.18
0.24
0.37
0.32
0.31
0.48
0.41
0.40
0.62
0.48
0.52

Expected
Loss
From
Trading
6.03
6.43
7.08
6.13
4.99
6.66
6.21
6.36
5.65
7.60
7.08
7.71
9.06
7.46
8.74

Table 3 considers the situation where the agent develops the hedging strategy with the
correct value of 𝜎 but with values of 𝑣 equal 0, 0.15, 0.3, 0.45, and 0.6. Table 4 considers the
situation where the correct value of 𝑣 is used but the hedging strategy is developed with
values of 𝜎 equal to 10%, 20%, 30%, 40%, and 50%. Overall the results indicate that hedging
performance is fairly robust to the values assumed for the parameters. Interestingly, in both
20

cases there is virtually no deterioration in the performance of the hedge when the
parameters used to determine the hedging strategy are too high, but a noticeable decrease in
performance when they are too low. However, the expected cost of hedging is greater when
the parameter estimates are too large.

Table 4: Values of the objective function when the hedging strategy is developed with values
of the initial volatility, 𝜎, that are different from the actual 30% value. The volatility of
volatility parameter, 𝑣, is assumed to be 0.3.

𝜎

10%

20%

30%

40%

50%

Objective
Function
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95
Mean-Std
VaR95
CVaR95

Value of
Objective
Function
26.57
28.58
29.81
21.48
19.61
27.07
18.61
18.86
24.58
18.88
20.92
23.38
19.95
19.62
24.95

Gamma
Hedging
Ratio
0.28
0.29
0.36
0.21
0.22
0.18
0.14
0.15
0.12
0.18
0.17
0.15
0.12
0.14
0.23

21

Vega
Hedging
Ratio
0.44
0.34
0.39
0.50
0.53
0.46
0.37
0.32
0.31
0.40
0.35
0.35
0.32
0.40
0.35

Expected
Loss From
Trading
11.12
10.40
11.93
8.94
8.37
7.79
6.21
6.36
5.65
7.18
7.13
6.64
6.02
7.13
8.96

6. Conclusions and Further Work
We have illustrated how deep distributional reinforcement learning can be used to produce
hedging strategies that are consistent with the objective of the hedger. It allows the agent to
take transaction costs into account when developing a policy for managing gamma and vega.
Our results illustrate that RL agent is capable of switching strategies from gamma-like hedging
to vega-like hedging when the hedging instrument maturity increases. Our robustness tests
show that the hedging strategies we have developed are fairly robust to parameter estimates.
There are a number of ways in which our research can be extended. It would be interesting to
explore how well the hedging strategies work for other stochastic volatility processes for the
underlying asset and for processes where there are jumps in the price of the underlying asset.
Up to now we have assumed that all the options traded with clients are “plain vanilla”
European options. Further research could test how well our results carry over to exotic
options such as barrier options. Also, we have used a fairly simple set up where a trade in a
single at-the-money option is used for hedging each day. Alternative strategies where two or
more options are used could be considered. More extensive robustness tests where the true
process followed by the asset price is quite different from the assumed process could be
carried out. Other tests could involve using convex or “fixed plus variable” transaction costs.
We could also investigate how the strategy changes as the 30-day time horizon is changed.
The economics of trading derivatives is an important concern to dealers. In the example we
considered, we have shown that the profits on trades more than cover the costs of hedging. It
would be interesting to carry out further tests to see how this result depends on the average
number of client orders per day and the transaction costs.
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APPENDIX
A diagram of the RL architecture we propose is provided in Figure 4. There are three major
components: the environment, an actor neural network (NN) and a critic NN. The trading
environment involves a simulator of how the portfolio composition/value evolves over time
based on the hedging positions that the agent takes, the market dynamics for the underlying
(e.g., SABR), and the client option arrival process. At any given time, the simulator computes
the next state and the reward as described in Section 2. The actor NN (also known as policy
network) implements the hedging strategy. It takes as input a state and outputs the position17
of the hedger. The critic NN takes as inputs a state, 𝑆, and the action from the actor’s output,
𝐴. Its role is to (a) estimate the distribution of the trading loss at the end of the hedging
period, 𝑍 (𝑆, 𝐴) , when taking action 𝐴 in state 𝑆, and (b) compute gradients that minimize the
objective function 𝑓(𝑍(𝑆, 𝐴)). These gradients 18 are then used by the actor NN to improve
the actions that it outputs in subsequent rounds. The key difference between D4PG and our
architecture is that 𝑍(𝑆, 𝐴) is represented by a set of discrete quantiles, whose probabilities
are fixed but whose position is adjusted during training based on the rewards observed over
several episodes. This quantile-based representation also allows us to compute the CDF of
𝑍 (𝑆, 𝐴). The adjustment is done via quantile regression and we use the quantile Huber loss as
a loss function.

Figure 4: RL architecture for actor-critic learning and proposed networks.

17

The calculation process of neural network from inputs to outputs is called forward pass. Forward pass is used
for inference or loss calculation.
18
The process of applying gradients to fine tune the neural network weights is called backward propagation.
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Gradients that minimize the loss are used to improve the critic’s accuracy when estimating
𝑍 (𝑆, 𝐴). In early training stages the critic’s estimate of 𝑍 (𝑆, 𝐴) is very rough and thus the
actor’s hedging policy is far from optimal. As the critic improves so does the actor’s policy to
the point where both NNs converge to some local optimum: the critic ends up with a good
estimate of the distribution of hedging loss for a large range of states and actions and the
actor learns a good policy that optimizes the corresponding objective for any state that it is
presented with.
We should point out that there are several other components (not shown in Figure 4) that we
borrow from the D4PG algorithm, the most important being the use of a replay buffer. With a
replay buffer, instead of learning a policy using state transitions in the order that they appear
based on the actor’s actions, we simulate and store a large set of state transitions (along with
their rewards) in a table. Then, to update the critic and actor NNs we sample transitions and
their rewards uniformly at random from that table. This aids with convergence of the NNs for
two reasons. First, the samples are i.i.d. which is beneficial when updating NNs in general.
Second, the replay buffer allows for “experience replay.” That is, we can use the same state
transition and reward multiple times when updating critic and actor. Since the improvements
on estimating 𝑍 (𝑆, 𝐴) are incremental, applying gradient updates several times over the same
state transitions leads to faster convergence.
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