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KEY FINDINGS

n Shared foundation models may create common behavior that conventional factor
exposures do not reveal before a model change or market stress.

n US, Canadian, and EU frameworks address AI differently but do not yet provide binding
financial guidance designed specifically for autonomous agents.

n A four-pillar framework and eight-question gate help institutions measure actual
autonomy, enforce limits, stress test workflows, and demonstrate fiduciary oversight.

ABSTRACT

Financial institutions are deploying AI agents that plan and execute multistep workflows across 
research, portfolio rebalancing, trading, and client service. Fully autonomous use remains 
rare, creating a window in which governance can precede scale. This article gives portfolio 
managers, risk officers, boards, and supervisors a decision framework for that task. It classi-
fies five emerging risks by evidence status and portfolio effect, including the possibility that 
common foundation models create behavior not visible in conventional exposures before stress. 
It compares US, Canadian, and EU regulatory approaches and shows how divergence creates 
compliance, competitive, and cross-border risks. It then proposes four controls: autonomy- 
proportional governance, security by design, agent stress testing, and fiduciary controls. 
A stylized asset manager case and an eight-question decision gate show how institutions can 
inventory agents, detect weak human review, constrain execution, test model updates and 
common-provider scenarios, and document client obligations before granting greater autonomy.

Consider a portfolio rebalancing workflow that many asset managers are piloting. 
One AI agent monitors factor exposures, a second recommends trades, and a 
third executes within preset limits. The agents depend on the same commercial 

foundation model used at other firms. After an upstream model update, their recom-
mendations shift even though the asset manager changed no code or instructions. 
Conventional position and factor reports may not reveal the common dependency 
before it affects portfolios. Who owns that risk, which test should detect it, and when 
should the workflow be stopped?

This is a stress scenario, not an observed market event. Its building blocks are 
already present (Ang et al. 2026). An agentic AI system autonomously decomposes a 
goal into subtasks, selects tools or data, and executes a multistep plan with limited 
human intervention, consistent with the Financial Stability Board’s description of 
systems that perform complex and extended tasks autonomously (Financial Stability 
Board 2025). This definition excludes chatbots and co-pilots that require approval at 
every step. The relevant distinction from rule-based trading is not intelligence alone 
but the combination of discretion, tool use, and multistep execution.
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The governance question is timely because adoption is broad but genuine autonomy 
remains rare. Large financial institutions have deployed AI assistants across investment, 
advisory, and operational workflows (CNBC 2025; Deloitte 2026), while Bank of England 
data indicate that only 2% of AI use cases in UK financial firms are fully autonomous 
(Bank of England 2025). That gap creates a practical window: Institutions can establish 
controls before competitive pressure turns today’s supervised tools into tomorrow’s 
autonomous workflows. The transition is already visible in purpose-built finance tools 
from model providers and in applications spanning investment management, banking, 
insurance, and compliance (Anthropic 2026; Kshetri 2025; Chen et al. 2025).

The article answers two decision questions. For portfolio managers, asset 
allocators, and investment committees: What should change now? They should treat 
foundation-model dependence as a potential common exposure, classify agents by 
the autonomy they exercise in practice, and stress test the workflows that manage 
portfolios. For CROs, boards, and policymakers: Where can existing oversight fail? 
Accountability rules assume identifiable human decision-makers, model-validation 
regimes assume comparatively stable models, and national supervision does not 
match the cross-border infrastructure on which agents depend.

The risks develop on different horizons. Current deployments create direct opera-
tional exposures through common infrastructure, erroneous outputs, and weak human 
review. As autonomy increases, model drift, fiduciary exposure, and validation diffi-
culty intensify. If autonomous deployment becomes widespread, indirect channels 
may emerge through correlated interpretation of information and synchronized liquidity 
withdrawal.

The article’s contribution is to translate those mechanisms into decisions that 
institutions and supervisors can make. Its central proposition is that agentic risk 
arises from the interaction of three properties: autonomous execution, multistep 
propagation, and common technical architecture. The model-risk, algorithmic-trading, 
and systemic-risk literatures each address one of these properties; their interaction 
is what existing governance frameworks miss. First, I classify five emerging risks 
and map each to portfolio consequences, evidence status, and a first-line response. 
Second, I compare US, Canadian, and EU regulatory approaches, including the insti-
tutional risks created by their divergence. Third, I propose a four-pillar framework for 
autonomy-proportional governance, security, stress testing, and fiduciary controls, 
and I apply it to an asset manager case study.

The analysis is forward-looking and does not forecast adoption or claim that all 
agentic risks are novel. It covers portfolio, advisory, lending, compliance, and opera-
tional applications and focuses on the United States, Canada, and the European Union, 
where the most developed frameworks relevant to this comparison have emerged.

THE AGENTIC AI LANDSCAPE IN FINANCIAL SERVICES

Industry adoption is broad but concentrated in supervised tools. JPMorgan Chase 
has provided its LLM Suite to approximately 250,000 employees, and Morgan Stanley 
reports adoption of its AI Assistant by more than 98% of advisor teams (CNBC 2025; 
OpenAI 2025). These systems build institutional familiarity and may become compo-
nents of more autonomous workflows, but they are not evidence that autonomous 
portfolio management is already widespread.

Research prototypes are further ahead on autonomy. Multi-agent trading systems 
and open financial agent platforms can coordinate research, portfolio decisions, 
and execution (Xiao et al. 2025; Yang et al. 2024; Ding et al. 2024). Their invest-
ment performance should be interpreted cautiously: The AI-Trader live benchmark 
finds that general LLM capability does not automatically translate into trading skill 
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(Fan et al. 2025), and surveys identify limited work on governance and risk manage-
ment for production financial agents (Aldridge et al. 2025; Saha et al. 2025).

Production deployment is slowed down by constraints that prototypes rarely 
address: transaction costs, market impact, data leakage, auditability, suitability, 
security, and safe failure. Bank of England data classify only 2% of financial sector 
AI use cases as fully autonomous, although 55% involve some autonomous decision 
making (Bank of England 2025). ESMA similarly finds that investment funds promoting 
AI remain a small share of the industry and have not significantly outperformed con-
ventional funds (Bagattini and Piazza 2025).

For investment committees, caution is warranted: Do not infer readiness from 
benchmark results or a vendor demonstration. Require evidence from the exact model 
version, tools, data, limits, and oversight process that will operate in production. 
Competitive pressure may narrow the gap faster than governance matures, which is 
why the governance controls proposed later in this article should precede, not follow, 
greater autonomy.

TAXONOMY OF EMERGING RISKS

Agentic AI does not invent every risk in this taxonomy. It changes how familiar risks 
arise and propagate through autonomous execution, multistep workflows, adaptive 
behavior, and shared infrastructure. The taxonomy covers risks created by the agents 
an institution deploys in its own workflows, not competitive risks from AI-powered 
entrants. The following five categories distinguish documented exposures from exper-
imental findings and mechanism-based scenarios.

Model Correlation and Herding

Crowding is familiar: The August 2007 quant crisis showed how similar strategies 
can produce forced sales and rapid alpha decay (Khandani and Lo 2011; Chincarini 
2012). Agentic systems add a potential upstream source of common behavior. Firms 
using the same foundation model may interpret news and data similarly even when their 
mandates differ. This architectural crowding may not be reliably visible in conventional 
factor exposures before a model change or market stress reveals its portfolio effects.

The evidence is suggestive, not conclusive. Simulations show that AI traders can 
sustain collusive outcomes without explicit communication, and experiments find that 
LLM agents can be induced to herd under profit-maximizing objectives (Dou et al. 
2025; Hansen and Lee 2025). Regulators likewise identify correlated trading and com-
mon third-party models as financial stability concerns (Bank of England 2025; OSFI 
2025a). No agentic market crash has been observed, however, and the magnitude 
of cross-firm correlation caused by shared weights has not been measured directly.

The mechanism differs from the May 2010 flash crash. That event propagated 
through orders and market microstructure after a large automated sale (Kirilenko et al. 
2017). Agentic synchronization could begin before an order reaches a market (through a 
shared model update, common interpretation of information, or compromised input) 
and could span asset classes. It may, therefore, be broader and harder to diagnose, 
although this remains a stress scenario rather than an observed outcome.

For portfolios, common-model dependence can weaken diversification across 
managers, accelerate signal decay, and raise stress correlations above those esti-
mated from history. Investment committees should inventory model and cloud provid-
ers across internal processes and external managers, treat concentrated dependence 
as a scenario variable, and test whether simultaneous agent actions breach liquidity, 
turnover, or tracking-error limits.
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Infrastructure Concentration

Cloud and vendor concentration predate agentic AI. What changes is the depen-
dency path: An autonomous workflow can chain a foundation model, market data, 
analytical tools, and an execution venue, allowing one failure or stale input to affect 
trading, risk, and compliance together. Amazon, Microsoft, and Google account for 
63% of global cloud infrastructure spending (Synergy Research Group 2025), and the 
FSB evaluates AI third-party exposure through criticality, concentration, substitutabil-
ity, and systemic relevance (Financial Stability Board 2025).

This is a documented concentration exposure combined with a mechanism-based 
cascade risk. Institutions should map dependencies at the workflow level, including 
dynamically selected services; test partial and complete outages; and enforce safe 
degradation outside the agent. Multi-cloud procurement helps only if the fallback does 
not depend on the same model, identity service, data source, or region.

Operational and Model Risk

Agentic workflows strain validation because identical inputs can produce different 
paths, tool calls, and outputs. An upstream provider may also change a model while 
the institution’s own code remains unchanged. A backtest tied to one model vintage 
can, therefore, overstate the reliability and expected alpha of the system actually 
deployed. Traditional model-risk guidance such as SR 11-7 remains relevant, but it 
was designed around more stable and bounded models (Board of Governors of the 
Federal Reserve System 2011).

Errors and attacks also propagate differently. A hallucination in a chat can be 
rejected by its user; in a multstep workflow, it becomes input to the next action. 
Prompt injection, memory poisoning, unauthorized tool use, and compromised agent 
handoffs are documented technical vulnerabilities (Deng et al. 2025; Y. He et al. 
2025; Narajala and Narayan 2025). Finance raises the stakes because a compro-
mised workflow can move money, change risk exposures, or disclose protected data.

LLM-based investment backtests face an additional problem: look-ahead bias. 
A model may have ingested news, filings, or commentary from the evaluation period, and 
its training corpus is not observable. Evidence that anonymizing company names changes 
GPT-based strategy performance illustrates how general knowledge can contaminate 
a test (Glasserman and Lin 2023), while direct studies find future-information leakage 
in pretrained models (Sarkar and Vafa 2025). A portfolio team must choose among 
three imperfect options: Test the current model on pre-cutoff data and accept unknown 
contamination; use a short post-cutoff sample; or test a chronologically valid but older 
model that differs from production (Drinkall et al. 2024; S. He et al. 2025). Pre-cutoff 
results should be treated as upper bounds, and every validation record should identify 
the model version, knowledge cutoff, data window, tools, and system configuration.

Trust, Liability, and Fiduciary Duty

Delegating a decision to software does not remove an institution’s duty to clients. 
Agentic workflows complicate accountability because the deploying institution, model 
provider, cloud service, data vendor, and system designer may each influence an 
action without being its sole decision-maker. Existing accountability regimes com-
monly assume an identifiable human executive, creating governance gaps when deci-
sion paths are opaque (Buczynski et al. 2022; ABA Banking Journal 2025).

Who ultimately bears that responsibility is unsettled and varies by jurisdiction, and 
institutions cannot wait for courts and regulators to settle it. The practical response 
does not depend on the answer: The following three controls are worth adopting under 
any allocation of legal responsibility.
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Suitability and mandate checks should run before the agent acts, rather than in 
a later review, because an autonomous workflow can complete a trade long before 
a periodic check would catch the problem. The institution should also retain what 
the agent saw, which tools it called, who approved the action, and where a human 
overrode it, since a decision cannot be reconstructed after a client complaint without 
that record. And the explanation owed to a client should scale with what is at stake: 
A routine rebalance requires less than a decision that materially changes a client’s 
risk profile. These are risk management measures rather than legal opinions; how 
liability actually falls in a given jurisdiction is a question for counsel.

Human Capital and Deskilling

Agentic AI may automate the analytical work through which junior professionals 
learn valuation, risk, and investment judgment. That creates a long-horizon oversight 
problem: Future portfolio managers may be asked to challenge systems whose under-
lying work they have never performed. Evidence today supports broad skill disruption 
and institutional concern, not a demonstrated collapse of expertise (World Economic 
Forum 2025; Saba et al. 2024).

The strongest counterargument is historical. Calculators and spreadsheets shifted 
work toward higher-value analysis, and AI may similarly increase demand for framing, 
review, and client judgment. The difference is that agents can automate part of the 
reasoning layer, not only calculation. Reskilling is, therefore, possible but should be 
managed: Junior staff can complete selected analyses before viewing AI output, and 
senior staff can rotate between assisted and manual workflows. Capability preser-
vation should be treated as a control because human oversight is meaningful only 
when the reviewer can independently challenge the system.

Summary: Risk-to-Response Diagnostic

Exhibit 1 summarizes the decision implications of the taxonomy. For each risk, it 
identifies what changes when autonomous agents are involved, the current evidence 
status, the portfolio implication, and the first response an institution should put in place.

EXHIBIT 1
Risk-to-Response Diagnostic

NOTE: Evidence status distinguishes observed or documented exposures from experimental findings and forward-looking scenarios.

SOURCE: Author’s analysis based on the cited literature; status as of July 2026.

Risk

Model correlation
and herding

Infrastructure
concentration

Operational and
model risk

Trust, liability,
and �duciary
duty

Human capital
and deskilling

What Changes with Agents

Common models may create
similar interpretation before
exposures become visible

Autonomous service chains
create cascading
dependencies

Nondeterminism, provider
updates, chained errors,
and agent-speci�c attacks

Responsibility is distributed
across work�ow components

Agents can replace some
formative analytical work

Evidence Status

Experimental �ndings plus
mechanism-based
systemic scenario

Documented concentration
plus scenario-based
propagation

Documented technical
vulnerabilities; limited
production evidence

Documented legal
ambiguity; outcomes
jurisdiction-speci�c

Documented skill
disruption; long-term
effect uncertain

Portfolio Implication

Weaker manager diversi�cation,
alpha decay, higher stress
correlation

Simultaneous disruption of
trading, risk, and compliance

Strategy drift, unreliable
backtests, unauthorized
exposure

Fiduciary, conduct, and
reputational exposure

Reduced capacity to challenge
systems under stress

First Response

Provider inventory;
provider-aware liquidity
and crowding stress tests

Dependency map;
failover and outage drills

Versioned validation;
external limits;
adversarial tests

Pre-action suitability
checks; audit trails

Manual-�rst training;
assisted/manual rotation
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REGULATORY RESPONSE AND CROSS-BORDER RISK

As of July 2026, the US, Canadian, and EU financial sector frameworks reviewed 
here do not contain binding guidance designed specifically for autonomous AI agents. 
They nevertheless create materially different obligations and incentives.

Three Regulatory Approaches

The United States relies on technology-neutral financial rules and model-risk 
guidance. The SEC withdrew its proposed predictive data analytics conflict rule in 
June 2025 (US Securities and Exchange Commission 2025). Existing suitability, fidu-
ciary, vendor, and model-risk obligations still apply, but they do not directly address 
how autonomy, nondeterministic workflows, or shared foundation models should 
change oversight.

Canada uses a more explicit risk-based model framework. OSFI’s final Guideline 
E-23 brings AI and machine learning models within its model definition and takes 
effect May 1, 2027 (OSFI 2025b). Its organizing principle is proportionality: The inten-
sity of model governance scales with a model’s inherent risk, judged on complexity, 
impact, and level of autonomy. Because autonomy is one of those factors, E-23 gives 
institutions a basis for autonomy-proportional controls. Canadian securities regulators 
separately state that existing KYC and suitability obligations apply when firms use AI 
(Canadian Securities Administrators 2024). Two limits matter: E-23 binds federally 
regulated financial institutions rather than the full investment industry, and provincial 
securities oversight remains fragmented.

The European Union uses the most prescriptive approach. The AI Act classifies 
systems by use case and imposes requirements for high-risk applications, includ-
ing certain credit and insurance uses (European Parliament and Council of the 
European Union 2024). The Digital Omnibus adopted in June 2026 postpones high-
risk obligations to December 2, 2027, for stand-alone systems and August 2, 2028, 
for systems embedded in regulated products (Council of the European Union 2026). 
The framework provides clearer obligations and stronger enforcement than the US 
approach, but its use case categories do not directly measure the autonomy or multi-
agent architecture of a system.

Exhibit 2 compares the three frameworks along the dimensions that matter most 
for agentic deployment: the core regulatory approach, the treatment of AI and of 
autonomy, validation and monitoring obligations, effective timelines, enforcement, 
and adaptability to agents.

Trade-Offs and Institutional Exposure

The regimes occupy a trade-off space rather than a simple ranking. The US 
approach is flexible but gives firms limited ex ante clarity. The EU provides clearer and 
enforceable duties but risks categories becoming obsolete as architectures change. 
Canada’s proportionality principle can scale with risk, but effective implementation 
depends on supervisory capacity and consistent application.

Divergence creates both compliance cost and strategic exposure. Meta’s decision 
to withhold a multimodal model from the EU, citing regulatory unpredictability, illustrates 
how technology supply can vary by jurisdiction (Euronews 2024). The Draghi report 
identified overlapping digital rules as a competitiveness concern, and the EU’s later 
simplification and delay show that this cost is not purely hypothetical (Draghi 2024; 
Council of the European Union 2026). Conversely, light-touch regimes may attract more 
autonomous deployment while providing supervisors less visibility. A multinational 
institution can, therefore, face imported risk even when its home rules are strict.
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Institutions should include jurisdiction in their agent inventory: where the model 
provider, cloud services, developers, users, counterparties, and affected clients are 
located; which rules apply; and whether deployment can migrate across borders. 
Regulators have three near-term priorities: Define autonomy as a supervisory variable, 
build the technical capacity to examine agent workflows, and coordinate reporting on 
common providers and correlated behavior. Requiring firms to maintain current agent 
inventories and provide them on request would improve visibility without prescribing 
a particular architecture.

IMPLICATIONS FOR FINANCIAL INSTITUTIONS

The practical objective is not to prevent agentic AI. It is to make each increase 
in autonomy a deliberate risk decision. Four controls cover the risks most amenable 
to institutional action; workforce effects also require talent strategies beyond this 
framework. Exhibit 3 maps each pillar to the decision it governs and the minimum 
evidence an institution should require before granting greater autonomy.

Pillar 1: Govern Actual Autonomy

Governance should scale with the risk an agent creates, consistent with OSFI’s 
risk-based approach (OSFI 2025b). I propose a four-level classification of autonomy:

	 1.	 Advisory: The agent recommends; a human decides and acts.
	 2.	 Execution with approval: The agent prepares an action; a human approves 

before execution.
	 3.	 Autonomous within limits: The agent acts inside externally enforced bound-

aries while humans monitor.

EXHIBIT 2
Comparison of Financial Sector AI Frameworks

NOTE: Penalty percentages refer to the AI Act’s maximum categories and should be read with the applicable article and infringement.

SOURCE: Author’s analysis of cited official materials; status as of July 2026.

Dimension

Core approach

Treatment of AI

Treatment of
autonomy

Validation and
monitoring

Effective timeline

Enforcement

Adaptability to
agents

United States

SR 11-7 and supervisory expectations

Principles-based; existing �nancial
rules

No �nancial sector AI rule; existing
duties apply

Not explicit

Existing rules; SEC AI proposal
withdrawn

Existing agency authority

Low without new interpretation

Canada

Risk-based model governance

E-23 explicitly covers AI/ML
models

A factor in model-risk rating and
explainability

Full model life cycle under E-23

E-23: May 1, 2027

OSFI supervision

Medium through risk proportionality

European Union

Prescriptive risk classi�cation

AI Act applies by use case

Not a separate classi�cation variable

Conformity and post-market
obligations for covered systems

High-risk rules: December 2027
or August 2028

Up to 7% of global turnover for
prohibited practices; generally up
to 3% for operator obligations

Low to medium; clear duties but
architecture blind spot
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	 4.	 Broad autonomy: The agent has substantial discretion and requires inde-
pendent validation, continuous monitoring, audit trails, and tested shutdown 
procedures.

Designed autonomy can differ from actual autonomy. A nominal Level 2 system 
becomes functionally autonomous when reviewers routinely approve without mean-
ingful examination. Institutions should track override frequency, approval time, and 
modification depth. Thresholds must be calibrated to the workflow and are diagnos-
tic triggers, not industry standards. Every agent should also have a named owner, 
model and data versions, dependencies, approved uses, escalation rules, and retire-
ment plan. Provider updates should trigger impact assessment and, when material, 
revalidation.

Pillar 2: Build Security into the Workflow

Each tool call and agent handoff is a trust boundary: a point where the agent 
acts on something it did not produce. Four controls follow. Anything the agent reads, 
whether external data or a tool’s output, should arrive through a validated interface, 
since text a model ingests can carry instructions as easily as information. Permissions 
should extend no further than the task requires. No agent should be able to rewrite 
another’s memory or loosen its own limits. And sensitive actions should require 
stronger authentication. When inputs or behavior leave validated bounds, the workflow 
should stop safely, preserve evidence, and alert an accountable human.

These controls share a design principle: Each sits outside the agent. Prompt injec-
tion, memory manipulation, and cross-system attacks are documented (Deng et al. 
2025; Y. He et al. 2025), and a model cannot be relied on to detect an attack carried 
in its own input.

Pillar 3: Stress Test Agents as Well as Portfolios

Tests should cover infrastructure loss, model-version changes, anomalous or 
poisoned inputs, limit breaches, and failures that cascade across agents. A model- 
update scenario can compare recommendation overlap, factor and liquidity expo-
sure, turnover, and constraint breaches between the production and a pinned model 
vintage. The test should also measure time from the change to human escalation.

Testing for correlated behavior across firms is harder because an institution 
cannot observe which model providers its competitors use or what their agents are 

EXHIBIT 3
Four-Pillar Governance Framework

SOURCE: Author’s analysis based on the risk taxonomy and cited governance guidance.

Pillar

1. Autonomy governance

2. Security by design

3. Agent stress testing

4. Fiduciary controls

Decision It Governs

Who owns the agent, and how much discretion
may it exercise?

Which tools, data, memory, and systems may
it access?

How does the work�ow behave under change,
outage, attack, or crowding?

Can every consequential action satisfy and
demonstrate client obligations?

Minimum Evidence before Greater Autonomy

Current inventory, risk rating, measured human
intervention, independent limits

Tested trust boundaries, least privilege, safe failure,
incident drill

Versioned scenarios, threshold breaches, escalation
timing, remediation evidence

Pre-action mandate checks, approval record, audit trail,
proportionate explanation
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about to do. Three proxies help. A synthetic peer agent, built on the same foundation 
model a competitor is likely to use, gives a rough read on what similar systems would 
recommend from the same information. External-manager disclosures and a provider- 
concentration inventory show how widely that dependency may be shared. The objec-
tive is not to estimate a precise probability; it is to determine whether plausible 
simultaneous action would breach the portfolio’s trading capacity or risk appetite.

Pillar 4: Embed Fiduciary Controls

Suitability and mandate checks should run before an autonomous trade or rec-
ommendation, using limits enforced outside the agent. The audit trail should retain 
the data, model and prompt versions, tool calls, reasoning or decision summary, 
checks, approvals, overrides, and final action. Explanation requirements should rise 
with client impact. Delegation changes how the institution demonstrates its duty; 
it does not reduce the duty.

The Framework in Practice

Consider Meridian, a stylized $40 billion asset manager running the workflow from 
this article’s opening. One agent monitors factor exposures against target, a second 
recommends rebalancing trades, and a third executes them inside preset limits. All 
three call the same commercial foundation model that several of Meridian’s compet-
itors also use. The figures here are illustrative: They show how a control becomes a 
decision, not what any threshold should be.

Governance. Meridian names an owner for the workflow and classifies each agent 
by the autonomy it exercises in practice: The monitor is Level 1, the recommendation 
agent Level 2, the execution agent Level 3. Position, turnover, instrument, and restricted- 
list limits are enforced outside all three, so no agent can widen its own mandate. Two 
quarters later, the autonomy-drift metrics tell an uncomfortable story. The share of 
recommendations that a human overrides has fallen from 38% to 4%, and median 
review time from nine minutes to 45 seconds. A reviewer is approving a 60-name 
trade list in less time than it takes to read it, which means the recommendation 
agent is Level 2 on article and Level 3 in practice. Because the trigger was agreed in 
advance, this is a decision rather than a discovery. The risk committee must either 
make the review substantive again, by routing fewer and larger recommendations to 
a reviewer with time to consider them, or reclassify the agent to Level 3 and apply 
Level 3 controls. What it cannot do is allow autonomy to increase by default.

Security. Market data, broker research, and news reach the agents only through 
validated interfaces, and each handoff is checked for provenance and format. In a red-
team exercise, Meridian plants a broker research note containing text that instructs 
its reader to overweight a single sector. The recommendation agent ingests the note, 
and the workflow pauses and alerts a supervisor instead of passing the instruction 
downstream. What catches the attack is the interface, not the model’s judgment: 
Nothing in the design assumes the agent will recognize an instruction aimed at it.

Stress testing. The provider then announces a model update, the event from 
this article’s opening. Meridian tests it before accepting it, running the same day’s 
data, the same portfolio, and the same prompts through both the pinned production 
vintage and the new one, then comparing the resulting trade lists. Two runs of the 
pinned vintage against each other overlap 91%, which establishes how much variation 
is ordinary nondeterminism. The pinned vintage against the new one overlaps 52%: 
Roughly half the recommended trades changed because a provider shipped an update, 
with no change to Meridian’s code, data, or mandate. The more consequential finding 
concerns time. Monitoring surfaces the change after 26 hours, against the 4-hour 
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objective Meridian set for itself. The test fails not because the model drifted, which 
was expected, but because Meridian would not have learned of it in time to act. The 
remedy is a redesign of monitoring: A daily canary portfolio runs the pinned vintage 
alongside production on identical inputs and reports the overlap each morning. One 
exposure the test cannot measure is the one Meridian shares with its competitors, 
since the same update reaches every firm on that provider on the same day; the syn-
thetic peer agent is its closest available proxy for the architectural crowding described 
earlier in the risk taxonomy.

Fiduciary control. Client tracking-error budgets, restricted lists, and tax rules are 
machine-readable constraints checked before any recommendation reaches execu-
tion. In the post-update run, the recommendation agent proposes a sale that would 
breach a client’s tracking-error budget. The pre-trade check blocks it, and the block 
holds because the limit lives outside the agent rather than in its instructions. Blocked 
recommendations are logged and reviewed for patterns, since a recurring block usu-
ally signals a misconfiguration rather than a near miss. When a client later questions 
a sale made during a drawdown, Meridian can reconstruct what the agent saw, which 
model version produced the recommendation, which checks ran, who approved it, 
and what was traded.

This article opened by asking who owns the risk of an upstream model update, 
which test should detect it, and when the workflow should be stopped. Meridian can 
answer all three: The named owner of the rebalancing workflow, the daily canary 
against a pinned vintage, and the triggers agreed in advance that fire on autonomy 
drift, a failed provenance check, or a breached client limit. None of those answers 
required technology that does not yet exist. The hard choices were organizational: 
naming an owner, setting the detection objective and the risk appetite before a breach 
rather than after, and giving risk staff the authority to halt a workflow the business 
wants running.

Portfolio and Implementation Decisions

Exhibit 4 links five recurring portfolio decisions to the diagnostic each requires 
and the control that addresses it.

EXHIBIT 4
Portfolio Decisions and Controls for Agentic Workflows

SOURCE: Author’s analysis.

Decision

Select an external manager

Assess diversi�cation

Permit autonomous execution

Accept a model update

Demonstrate �duciary oversight

Diagnostic

Model and cloud providers used in research,
risk, and execution

Common provider dependence not visible in
historical returns

Turnover, participation rate, liquidity, and
tracking-error change

Recommendation overlap and exposure
drift versus pinned vintage

Constraint blocks, overrides, and
unexplained actions

Control

Provider disclosure; concentration limit or scenario

Provider-aware crowding and liquidity stress test

Externally enforced limits, circuit breaker, tested
shutdown

Canary portfolio and revalidation trigger

Pre-trade checks, audit trail, escalation
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Before initial deployment or any increase in autonomy, I propose that the invest-
ment or risk committee require affirmative answers to eight questions:

	 1.	 Is the agent inventoried with a named owner, purpose, versions, data, tools, 
and dependencies?

	 2.	 Has actual autonomy been measured recently through overrides, approval 
time, and modification depth?

	 3.	 Are position, turnover, instrument, and access limits enforced outside the 
agent?

	 4.	 Are monitoring and escalation live, and have they been exercised in a drill?
	 5.	 Has the shutdown procedure been tested with open orders and downstream 

dependencies?
	 6.	 Are provider dependencies mapped, with a process for detecting and assess-

ing updates?
	 7.	 Has the workflow passed outage, model-change, correlated-action, and adver-

sarial scenarios since its last material change?
	 8.	 Are suitability checks, mandate controls, and audit trails proportionate to 

client impact?

A negative answer should hold autonomy at its current level. A failure in external 
boundaries, shutdown, or fiduciary controls should reduce it.

Strategic Implications

Boards and senior management should approve risk appetite for autonomy by busi-
ness function, receive reporting on material agents and common providers, and decide 
how authority is divided between central standards and local ownership. Workforce 
capability should be reviewed as a risk issue, with protected opportunities for man-
ual practice and independent challenge. These recommendations do not depend 
on jurisdiction, but their regulatory backing does. For federally regulated Canadian 
institutions, E-23 already makes senior management responsible for effective model- 
risk governance and for reporting to the board, which supports board visibility without, 
by itself, resolving every question of director liability (OSFI 2025b). Boards elsewhere 
can require the same reporting as a matter of internal policy.

Supervisors can improve visibility before prescribing architectures. Agent invento-
ries, autonomy classifications, material provider dependencies, and incident report-
ing would support later calibration. Common-provider concentration and correlated 
behavior also warrant macroprudential scenarios because no single institution can 
manage the externality alone.

CONCLUSION

Agentic AI changes financial risk less by creating wholly new categories than by 
combining autonomous execution, multistep propagation, and common technical 
infrastructure. The resulting exposures range from documented operational and con-
centration risks to a still-unverified systemic hypothesis: Shared models may produce 
common behavior that conventional exposure analysis does not identify before stress.

This article converts that distinction into three practical tools: a five-risk diagnostic 
with evidence labels, a comparison of US, Canadian, and EU regulatory approaches, 
and a four-pillar governance framework. The framework’s immediate priorities are 
to inventory agents and their providers, measure actual rather than intended auton-
omy, enforce limits outside the agent, and test workflows under model changes, 
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outages, attacks, and simultaneous action. These steps can begin without waiting 
for agent-specific regulation.

One adjacent exposure falls outside that diagnostic. End-to-end consumer agents 
could extend the fee compression and reduced switching costs that robo-advice 
already produces (Reher and Sokolinski 2024), leaving assets under management 
less protected by investor inertia and flows more volatile (McKinsey & Company 2025; 
Reuters 2025). That disruption would arrive through new AI-powered competitors rather 
than through the agents an institution deploys in its own workflows, so it calls for 
business strategy and separate study rather than the internal controls proposed here.

Three questions should come next. The most urgent is whether architectural 
crowding is real: Do agents built on common foundation models produce correlated 
recommendations or factor exposures once data, mandates, and prompts are con-
trolled for? Until that test is run, institutions should treat common-model dependence 
as a stress-testing variable rather than a measured risk factor. The second question 
concerns market quality: how liquidity, price discovery, and volatility change as auton-
omous agents take a growing share of trading. The third is organizational: whether 
centralized or decentralized AI oversight proves more resilient in practice. Regulators 
can accelerate all three by improving visibility into agent inventories, autonomy levels, 
incidents, and common-provider concentration.

The central governance principle is simple: Autonomy should advance through 
explicit decisions supported by evidence, never through accumulated defaults.
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