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KEY FINDINGS

m Once an Al tool extracts fields that shape capital allocation, the parties being measured
learn what the tool rewards and write for it; as such, richer Al-driven diligence can leave
investors with more data but less actual knowledge.

m Historical predictive power is no longer sufficient for weighting a feature: A signal that
predicts outcomes before it becomes a known extraction target may lose that power
once it does.

m The practical fix is to rank extracted signals on both how costly they are to fake and how
well they have predicted outcomes, trusting only signals that score well on both.

ABSTRACT

Artificial Intelligence promises investors more information, since it can read more documents
and process more text than any human. This article argues that the opposite might happen.
Once Al outputs matter for investment decisions, the parties being measured learn what
the machine rewards and write for it, trading a heterogeneous set of human readers for one
predictable target. Automation strips away the dispersed and skeptical, though bounded,
scrutiny that once made it harder to trick readers, leaving investors with more data and less
knowledge. This risk, termed technological epistemic risk, is related to but distinct from
statistical model risk: The model is not wrong, but its deployment changes what it reads. The
article derives one practical rule: Rank extracted signals by both how costly they are to fake
and how well they have predicted outcomes, trusting only signals that score well on both.

of them shows adjusted-EBITDA growth, an internal rate of return (IRR), a fee

schedule, and a narrative summary, all pulled automatically from a 200-page
memorandum by an artificial intelligence (Al) tool that the investor’'s data team
adopted last year. The committee moves faster than it used to.

Early skepticism about such tools centered on hallucination, the fear that a
model would simply invent a number not in the document. That fear was always
overstated for a task like this one. A narrow, well-posed extraction question—for
instance, “What is last-12-month adjusted EBITDA?”"—does not need a clever prompt
or a frontier model. A simple one finds the number rather than inventing it, cites the
page it came from, and says so if nothing is there. Hallucination is a real problem
for open-ended reasoning. It is close to a nonproblem for reading one specific field
off one specific document.

The true risk is different, and it does not show up as an error on the dashboard
at all. The number is not unreliable because the machine misread it. It is unreliable

’-‘ n investment committee is reviewing a private equity fund. A dashboard in front
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because the person who wrote it knew that a machine would read it, and wrote
accordingly. A general partner (GP) assembling a memorandum today is not writing
only for the one analyst who might spend an afternoon with it, forming a private,
idiosyncratic judgment about which adjustments to trust. She is now writing for what-
ever will extract the headline figures, score them, and pass a clean summary to an
investment committee that will see this fund alongside 20 others processed the same
way. That second reader is consistent and predictable. Financial reporting has always
had an audience in mind. What has changed is who that audience now includes.

The standard story about Al in finance is a story about reading more: Investment
teams cannot read every quarterly letter and every disclosure, but Al can. Where
information previously went unread because it was too voluminous, Al genuinely
helps, turning neglected text into usable data. That is the good case, and it is real.
The weaker claim, quietly bundled with it, is that reading more means knowing more.
Some information is unreliable when it was produced by a party who cares how it will
be read, and automation does not fix that. In fact, it makes it worse: A fast, confi-
dent, automated read replaces the slow, skeptical human one that at least partially
constrained the original incentive to shade the truth.

This article offers three contributions. First, it identifies a mechanism—which we
call technological epistemic risk—through which the deployment of Al changes the
information environment it operates in rather than simply processing that environ-
ment as given. Once an extracted feature, a number, a tone score, or a document
structure affects capital allocation, the party producing that feature has an incentive
to reshape it. This feature-level gaming channel is compounded by a second, closely
related problem: The feedback necessary for discerning whether a feature has been
gamed typically arrives only after the Al system that reads it has been built and
deployed. In asset management, and even more so in private markets, this detection
lag is close to structural, since outcomes resolve over years rather than days. The
result is an accountability gap that ordinary model validation, built around comparing
predictions to outcomes, is not designed to close.

Second, in its central departure from existing practice, the article argues that
historical predictive power stops being a reliable guide to a feature’s future useful-
ness. Quantitative finance has operated for decades on a shared assumption: Mine
historical data for features that predicted outcomes, then weight those features by
how well they predicted. Factor investing, credit scoring, and fund selection all rest
on this logic, which assumes the data-generating process holds still while it is being
measured. Once Al-driven extraction is itself part of what determines capital alloca-
tion, and the measured party knows it, the data-generating process moves in direct
response to the measurement. A feature’'s informativeness becomes endogenous
to reliance on it. This is not a caveat to standard econometric practice. It breaks the
assumption that the practice depends on.

Third, the article turns this into a rule a practitioner can apply immediately. That
rule is to rank extracted features according to both how cheaply the reporting party
could move them without changing the underlying economics and how well they have
predicted outcomes, and to trust only the features that score well on both. Predictive
power alone is not enough, since it says nothing about how easily it was bought;
gameability alone is not enough either, since a feature that is expensive to fake but
has never predicted anything is not worth tracking in the first place.

These arguments are related to, but distinct from, three existing literatures; the
distinction matters because each of the three would, on its own, point the investor
toward the wrong fix. Statistical model risk—the concern that a model overfits or
degrades across regimes—treats the data-generating process as exogenous to the
model, something that drifts on its own timetable and is best handled by better
validation. Our concern is that the model’'s own deployment changes that process,
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so no amount of validation against past data can resolve it. Behavioral finance
documents biases in how humans process information, and its remedies—better
disclosure design, debiasing, nudges—are aimed at the reader. Our concern is with
incentives in how information is produced, which persists even when the reader,
human or machine, processes it perfectly. Market microstructure studies how trading
mechanisms shape price discovery once information is public. Our concern operates
further upstream, at the point where the underlying disclosure is written, before any
price ever forms around it. Technological epistemic risk sits in the gap that these
three leave open: a distortion that is neither a modeling error, nor a reader’s bias, nor
a market’s mechanism, but rather a producer’s calculated response to being read by
something it can study and test against.

This connects to two established ideas. Goodhart’s Law holds that a measure,
once it becomes a target, ceases to be a good measure. Similarly, the Lucas critique
holds that a historical relationship between behavior and outcomes cannot be relied
on once the agents generating it understand and respond to how it will be used.
What is new here is not the logic but the object that the logic now applies to. Yet
a small applied literature has begun modeling strategic responses to algorithmic
decision rules. Bjorkegren et al. (2024) build decision rules that explicitly anticipate
manipulation, treating the relationship between an evaluator who commits to a rule
and an agent who adjusts behavior to it as a Stackelberg problem. They show in a
field experiment that rules built this way remain far more stable once fully disclosed
than rules that ignore the possibility of a strategic response.

That machines read investor documents is nothing new. What is new is that large
language models can read long, unstructured, heterogeneous text—and can do so
cheaply enough for routine use. Earlier dictionary-based and keyword tools could only
work on narrow, standardized fields.

This distinction maps closely onto the difference between public and private
markets. Public disclosure is heavily templated. For example, a 10-K has defined line
items, and a simple dictionary can often find what it needs. Private markets have no
equivalent template. A GP’s memorandum or quarterly letter is organized however the
GP chooses, and the information a limited partner (LP) needs may sit in a footnote
or in a schedule with no fixed name or location. Processing that kind of document
has always been challenging, which is exactly the gap large language models fill, and
exactly why this capability matters more in private markets than in public ones. It is
also where verification is hardest and slowest: A signal’s reliability is confirmed or dis-
confirmed only once a fund’s outcomes resolve, often a decade later (Phalippou 2025).

The risk may also compound rather than staying fixed. As more institutions license
similar extraction tools built around similar heuristics, the adaptation described here
stops being a series of isolated mistakes. It starts to look like a shared vulnerability:
correlated diligence failure across a class of investors who all trusted the same kind
of signal at the same time. That makes it a financial stability question, not merely a
portfolio risk one.

THE MECHANISM: FROM READING MORE TO KNOWING LESS

The optimistic view of Al in asset management begins with a simple observation.
Investors face more information than they can process. It is tempting to conclude that
if machines can read more, then investors will know more. But that conclusion holds
only if machine reading does not change what gets written. In asset management,
this condition rarely holds because the information investors use is produced by
parties who care about how it will be interpreted. Once a producer knows a machine
is reading, that producer has an incentive to write for the machine rather than for
the underlying economics.
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The idea is not new in kind. Goodhart’s Law holds that a measure, once it
becomes a target, ceases to be a good measure. The Lucas critique holds that a
historical relationship between behavior and outcomes cannot be relied on once
agents understand and respond to how it will be used. What Al changes is the level
at which the target operates. That target is no longer exclusively an accounting
number or a credit rating. It might be tone, document structure, the placement of
an exception, the wording of a risk disclosure, or the ordering of a table. Once a
producer learns which of these features an evaluator’s tool extracts and passes on
to a decision-maker, that feature can be managed.

There is a further reason Al escalates this dynamic beyond earlier waves of
automated reading. A keyword system or a sentiment dictionary targets a fixed, enu-
merable list: specific words, specific ratios, specific fields. A producer can study that
list and route around it, but the list itself is a known, bounded object, and regulators
or evaluators can in principle audit what it rewards. A language model’s target is
not enumerable in the same way. It responds to structure, framing, emphasis, and
omission jointly, in combinations that no one has written down in advance, which is
exactly what makes it useful for reading unstructured disclosure. Yet it also means
that gaming the model is not a matter of avoiding a known list of trigger words but
rather a matter of producing a document that reads well to something that judges
roughly the way an attentive human would. That is a harder target to defend against
precisely because it is a better reader, which is why this problem cannot be dismissed
as a narrow, fixable flaw in one generation of tools.

This issue has a direct consequence for standard practice. In essentially all of its
applications, from factor construction to credit scoring to fund selection, quantitative
finance follows the same procedure: Mine historical data for features that predicted
an outcome, then weight those features according to how well they predicted the
outcome. That procedure is sound as long as the relationship between the feature and
the outcome is stable, or at least does not move faster than the model is reestimated.
Once the extraction of a feature is itself part of what determines capital allocation—
and the party generating that feature knows it—the relationship stops being stable by
construction. This is a different kind of instability than the regime shifts that standard
validation is built to catch. A regime shift is something exogenous to the model, a
change in the world the model happens to sit in; this instability is a response to the
model’s own presence, and it appears exactly where the model is most trusted and
most consequential, not at random. Predictive power measured before a feature
became a known target says little about its predictive power afterward. The relevant
question for an investor is, therefore, not only whether a field predicted outcomes
in the data but also how cheaply the party producing that field could move it once it
knows the field is being scored.

This relationship between an evaluator who commits to a scoring rule and a
producer who adapts to it is naturally described as a Stackelberg problem: The
evaluator moves first by choosing what to extract and how to weight it, and the
producer responds by shaping disclosure toward whatever the extraction rewards.
The sequencing matters, since the rule is built and left running for years while dis-
closure is rewritten every quarter, leaving the producer to move second in practice.
Suppose investors begin scoring the tone of a company’s public disclosures using a
language model. At first, tone may carry real information, particularly where no ana-
lyst had time to read the full set of documents. Once tone is scored, however, tone
becomes a target. A document can be rewritten to sound conservative, confident,
or risk-aware, depending on what the scoring model rewards, without any change to
the underlying business.

It is worth separating this from a second, related phenomenon: crowding, in
which many investors adopt the same signal and its predictive power decays because
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capital chasing the same pattern erodes the associated return (Harvey et al. 2016).
Crowding calls for capacity management and signal diversification. The mechanism
this article addresses calls for something different: namely, weighing how cheaply a
feature can be faked against how well it has actually predicted outcomes, and trusting
only features that score well on both.

The pre-Al literature on obfuscation is a natural place to look for precedent,
since producers have always faced consumers whose attention could be managed.
Carlin (2009) showed that firms may deliberately add complexity to pricing and
disclosure: Complexity that keeps part of the audience confused can sustain mar-
gins that a fully transparent market would compete away. Carlin and Manso (2011)
added the dynamic element that, as an audience learns to see through one form
of obfuscation, firms introduce a new one—so sophistication on one side of the
relationship never closes the gap for long, merely changing what the next round of
confusion looks like.

The clearest version of this logic, and the one most directly relevant here, is Gabaix
and Laibson’s (2006) model of shrouded attributes. A seller can advertise an hon-
est, low headline price while shrouding a second, economically material attribute—a
recurring fee, an unfavorable renewal term, or a maintenance cost—so the total price
actually paid splits between a component the firm competes hard on and one the firm
discloses only to buyers who already know to look for it. The printer sold near cost while
the ink is priced well above the value of the plastic housing follows this logic exactly, as
does a hotel room quoted at a headline nightly rate with resort fees and parking added
only at checkout. Sophisticated buyers, who know where to look, are not fooled; unso-
phisticated ones pay the shrouded cost in full, and competition for the sophisticated
segment is what keeps the headline honest even as the shrouded component survives.

These academic models were built to describe human audiences, but they also
clarify why Al does not simply resolve the underlying problem. The natural hope is
that Al makes every reader sophisticated at once, revealing what was previously
shrouded. That hope may be true for a single round. An automated tool that extracts
a genuinely shrouded cost, or a genuinely buried exception, does real work the first
time it is deployed. But the producer can then respond to the extraction rule itself,
refining the disclosure to satisfy whatever the tool checks for while leaving the sub-
stance of the shrouded item intact. The seller no longer needs to fool a dispersed
population of human readers with heterogeneous attention. It needs to fool one
extraction rule, applied consistently, which can be tested against repeatedly and
revised until it passes. That is very likely an easier problem for the producer to solve,
not a harder one.

This mechanism offers a structural explanation for why Al reading differs from
human reading beyond aspects of speed and scale. A human analyst’s attention and
skepticism are private and heterogeneous: One reader notices a footnote, another
notices an unusual acquisition history, and their respective blind spots are dispersed
and hard to predict in advance. A single extraction pipeline is a fixed, testable target.
Draft language can be revised against it directly until the output looks the way the
producer wants. The evaluator’s tool, once known, converts a dispersed and partially
unpredictable adversary into a stable and probeable one.

EVIDENCE THAT MACHINE READERS CHANGE DISCLOSURE

If technological epistemic risk were purely conceptual, it would be easy to dismiss
as a theoretical curiosity. It is not. A growing body of evidence shows that disclo-
sure itself changes once the party producing it knows that a machine, not a human,
is reading.
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The clearest evidence comes from corporate earnings calls. Cao et al. (2023)
showed that firms adjust the language of their earnings calls once algorithmic trading
systems that monitor call sentiment become a material part of the market reading
them. This finding is a stronger result than showing that text contains information.
It shows that the text is partly produced in response to the reading technology, which
means that a signal that was informative before algorithmic monitoring became com-
mon might no longer be informative afterward, precisely because the disclosure is
no longer independent of the reader.

This result builds on a foundational literature establishing that financial text
carries information that machines can extract. Loughran and McDonald (2011)
showed that general purpose sentiment dictionaries perform poorly on financial dis-
closures and that a finance-specific word list captures tone systematically related to
returns, volatility, and litigation risk. Huang et al. (2014) extend this result to earnings
press releases, showing that unusually promotional language predicts subsequent
earnings disappointments and stock price reversals. Taken together, this literature
demonstrates real predictive content in text and identifies exactly the kind of feature
that becomes a target once its predictive content is known and systematically scored.

The same dynamic appears in private markets. Braun et al. (2023) showed that
textual features in private placement memoranda carry systematic forward-looking
information about fund performance. Braun et al. (2025) also showed that the tone
of GP interim reports (measured with FinBERT) predicts final multiples on invested
capital, with the effect strongest during fundraising periods, exactly when the incentive
to manage perception is greatest. Reported NAVs and IRRs are already known to be
managed around fundraising (Barber and Yasuda 2017; Brown et al. 2019), so there is
little reason to expect tone to stay informative once it is scored just as systematically.

In a field experiment built around a digital credit product in Kenya, Bjorkegren
et al. (2024) provided a direct experimental test. They show that when a scoring
rule based on phone-usage behavior is disclosed to participants, standard machine
learning rules degrade substantially: Performance falls by 23%, while a rule built to
anticipate manipulation degrades by only 9%. They also show that manipulation cost
is heterogeneous and predictable: Simple, cheaply altered behaviors are gamed far
more than complex ones. This is useful evidence because it is not merely suggestive
of gaming; it measures the size of the effect and shows that anticipating it, rather
than ignoring it or retraining only after the fact, materially improves a rule’s stability.

A further layer of evidence shows that machine-read text can be manipulated delib-
erately and cheaply. Leippold (2023) showed that asking a language model to replace
negative words in a financial sentence with contextually plausible alternatives defeats
simple dictionary-based sentiment tools almost completely, while a context-aware
model such as FinBERT is more robust in this setting. The lesson is not that richer
models solve the problem. It is that the attack adapts to the reader: A dictionary
is attacked with synonyms, a richer model through structure and omission instead.

Prompt injection is a more direct version of the same idea. Greshake et al. (2023)
showed that when a language model retrieves and processes external text, the bound-
ary between data and instruction can break down: Text written into a retrieved document
can steer the model’s output without the user ever typing that instruction. A single
sentence in white text on a white background—invisible to a human turning the pages
but fully legible to the model—that instructs the model to describe a fund as top-quar-
tile and operationally strong would alter nothing on the page a person actually sees.

A related and concrete illustration has been proposed by Rizvani et al. (2026). They
replace a small number of Latin characters in a company name or headline with visually
identical characters from another alphabet. This leaves the text unchanged to a human
reader while making it unrecognizable to an automated parser. The authors show
that this kind of manipulation degrades the performance of language model—-driven
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trading systems. None of these techniques requires sophistication in finance. They
require only knowing what the reader is, and is not, built to notice.

A separate question is whether Al agents can be manipulated—as human con-
sumers routinely are—through salience, urgency, and framing rather than through
the content itself. Imas et al. (2026) present human subjects and a set of frontier Al
models with the same choice tasks under the same marketing manipulations. Humans
are reliably pushed toward dominated options by these techniques. The Al models are
not; they select the dominated option at a rate indistinguishable from zero regardless
of the technique applied. Technological epistemic risk is, therefore, not a claim that Al
has exploitable psychology in the way humans do. If anything, the evidence points the
other way, suggesting that an Al reader is comparatively hard to manipulate through
presentation alone—through salience, urgency, or framing applied to a fixed piece of
content. What an Al reader remains fully exposed to is manipulation of the content itself:
which facts are foregrounded, which facts are omitted, how a metric is defined, and
how a document is structured before it reaches the model. Fund managers do not need
to trick the model’s judgment. They need only shape what the model is given to judge.

None of this means that every Al tool used in asset management will be gamed,
or that every textual signal is worthless. It does mean that once a feature is known
to be extracted, and to matter for capital allocation, its informativeness cannot be
treated as a fixed, backward-looking property. The section that follows works through
what that looks like in practice.

EXAMPLES OF THE ARMS RACE BETWEEN EXTRACTION
AND DISCLOSURE

Consider an LP using an Al tool to screen private equity opportunities. We follow
three features through the same loop whose stages are: the GP’s incentive, the spe-
cific heuristic the LP’s tool uses to read the document, the GP’s adaptation to that
heuristic, and what a human reader would have caught that the tool does not catch.

The Add-Back Schedule

Adjusted EBITDA is a genuinely useful number when the adjustments behind it
are legitimate and a genuinely misleading one when they are not. The distinction
usually lives in a schedule of add-backs, not in the headline figure itself. Suppose
an LP’s extraction tool is built around a sensible heuristic: Locate the section of the
memorandum that itemizes add-backs, measure its length, and flag funds where the
schedule is unusually long or where add-backs make up an unusually large share
of reported EBITDA on the grounds that a long, heavy add-back schedule signals
aggressive adjustment.

This is a good heuristic against a GP who has not seen it before. It is a poor
heuristic against a GP who has seen it. Once the rule is known, the GP has no need
to reduce the add-backs themselves. The GP needs only to change the add-backs’
form by distributing them across several shorter foothotes rather than one labeled
schedule, describing them in narrative sentences inside the business commentary
rather than listing them in a table, or letting several small items absorb what would
otherwise be one large, flaggable adjustment. None of these changes alters the
economics of the fund. They change only whether the extraction tool’s length-and-
concentration heuristic fi es.

A human analyst reading the same memorandum from start to finish is harder
to fool this way. She does not need a rule that says to flag long add-back sched-
ules. She noticed, two pages earlier, that the company recently rolled up several
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smaller businesses, and she expects integration costs and one-off adjustments
to run high this year regardless of how they are formatted or where they sit in
the document. Her skepticism attaches to the underlying story, not to a structural
signature in the document. A GP can defeat a structural heuristic by changing struc-
ture. Defeating a reader who is tracking the business narrative requires changing the
narrative itself, a materially higher bar.

Performance Metrics and the Credit Line

Suppose the LP’s tool computes each fund’s reported public market equivalent
(PME), the metric most recommended in the academic literature, and IRR, the metric
favored by practitioners, on the assumption that a firm with strong past PMEs and
IRRs will outperform.

A GP who understands this has a lever available that touches no portfolio company
at all: a subscription credit line. Drawn against LP commitments rather than calling LP
capital directly, it lets the GP fund acquisitions while delaying the first capital calls by
months. Delaying the date on which LP capital is deemed invested will compress the
same eventual profit into a shorter interval, mechanically raising both the PME and
the IRR. The multiple on invested capital—the ratio of total value returned to total
capital paid in—is essentially untouched, since a ratio of totals does not depend on
timing. A GP can, therefore, report an inflated PME and IRR alongside an unchanged
multiple, and an extraction tool built to read PMEs and IRRs sees exactly what it was
designed to reward.

The standard correction, recomputing performance from effective capital call
and distribution dates rather than the dates reported by a GP, presumes a piece of
information that the tool may not have: whether a credit line was used at all, and
when it was drawn and repaid. That information is often missing from the very doc-
ument the extraction pipeline reads. Subscription-line usage is typically disclosed
in a fund’s audited annual financial statements or capital account footnotes, not in
the interim quarterly letter or placement memorandum that feeds a fast diligence
workflow, so a GP benefits from the gap without misstating anything, simply by letting
the document the tool relies on stay silent on the subject. Catching this is, therefore,
not a matter of reading the same document more carefully; it requires distrusting the
completeness of the document set itself and going to look in the audited financials
for a fact the quarterly letter had no obligation to volunteer. This step is something
that a pipeline built to summarize what it is given, rather than to ask what it has not
been given, cannot do on its own.

The Narrative Tone

The first two cases both involve a number: one moved by where it sits within the
document, the other moved by which document it is allowed to appear in. The third
does not. Suppose an LP’s tool scores the confidence and resilience of language in a
memorandum’s risk and outlook sections, a natural extension of evidence that report
tone carries real predictive content for fund performance. A GP who knows this has
an adaptation available that changes no fact at all: Run the risk section through the
same class of model before it goes out, and rephrase hedged language into confi-
dent language without touching what is being described. Dependence on one or two
portfolio companies becomes focus and discipline rather than concentration risk.
Reliance on a single dealmaker is governance continuity rather than key-person risk.

This case gets caught differently. What catches it is remembering the rest of
the same document. An analyst who already knows, from three pages earlier, that
one portfolio company accounts for 40% of reported NAV reads confident language
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about concentration as strange rather than reassuring. A tone score, in contrast,
cannot be checked against an external record at all. It can only be checked against
whether it is consistent with everything else the same document already says,
which is precisely the cross-referencing a tool built to score one passage at a time
does not do.

What the Three Cases Share, and How They Differ

None of these three cases involves fabrication. In each, the number or passage
a tool extracts is, on its own, accurate; what changes is how it got that way. The add-
back schedule is reformatted, not shortened. The credit line’s effect on PME and IRR
survives because the document read by the tool simply says nothing about it. The
tone is rewritten. Each, therefore, needs a different kind of check: reading the add-
back schedule’s structure with the underlying business in mind, checking whether a
companion document—audited financial statements, for instance—tells a story the
primary one leaves out, and reading a risk section against facts stated elsewhere in
the same memorandum. The credit-line case is the hardest of the three for a fixed
extraction rule to catch, since a tool built to score what it is given has no occasion
to ask about a fact it was never told exists. The add-back case is closer to a familiar
pattern, that of a friendly headline paired with buried detail, already documented in
private equity disclosure generally (Phalippou 2021) and now reproduced inside a
single extracted field rather than spread across a whole memorandum. What ties all
three together is timing: A fund’s outcome will not be known for years, so whichever
of the three cases was at work in a given case will not be known until long after the
extraction tool, and quite possibly the analyst who approved it, are no longer in place.

WHAT PRACTITIONERS SHOULD DO DIFFERENTLY

The add-back schedule, the credit line, and narrative tone described earlier are
instances of a general pattern: a feature that is genuinely informative before it becomes
a known extraction target but becomes progressively less so afterward, since the
party generating it has both the incentive and the means to adapt. One practical
response to this pattern is to weigh what is extracted on two axes at once, and to
keep a human positioned where cheap movement is most likely.

Asset Allocation and Portfolio Construction

The central rule is to weigh every extracted feature on both how cheaply the
reporting party can move it and how well it has actually predicted outcomes, trusting
only features that score well on both. A feature that is cheap to move—document
structure, narrative tone, the length or placement of a disclosure section—deserves
a lower weight than one that is expensive to move, such as audited cash distributions
or third-party transaction records. This is even the case where the cheap feature
performed well historically, since strong historical performance is exactly what an
ungamed regime would produce. But gameability alone is not sufficient reason to
trust a feature: Something that is expensive to fake and has simply never predicted
anything belongs out of the model regardless.

A second, portfolio-level implication concerns correlation. If many institutions
license similar Al extraction tools that are trained on similar documents and built
around similar heuristics, their diligence processes become correlated in a way that
ordinary manager and vintage diversification does not capture. Two LPs holding dif-
ferent funds and different vintages can still be exposed to the same failure mode if
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both are relying on the same class of extraction heuristic. Risk teams should treat
shared reliance on a common extraction pipeline as a source of common exposure,
and they should size it the way a risk budget sizes any other correlated exposure
rather than folding it silently into ordinary manager risk.

The logic parallels the element of crowding discussed earlier, whereby widespread
adoption of a shared signal erodes the return it once offered. The gaming channel
is the disclosure-side counterpart, in which widespread trust in the same extraction
heuristic erodes not a return premium but rather the reliability of the underlying data
itself. At sufficient scale, this is an institutional resilience question as much as a due
diligence one: A shock to the credibility of one widely used extraction approach would
not stay contained to a single LP’s file, which is why it belongs in conversations about
financial stability in addition to portfolio construction. Firms should ask, as part of
ordinary portfolio risk review, how many of the signals driving current allocation come
from tools of this kind, and they should treat the answer as a concentration exposure
to be sized deliberately rather than discovered after the fact.

This also implies a specific stress test. For any Al-extracted feature that materially
affects an allocation decision, the investment team should ask what happens to that
decision if the feature’s predictive content fell to zero once its extraction became
known. If the decision is largely unchanged, reliance on the feature is modest, and
the risk is contained. If the decision depends heavily on the feature continuing to
behave as it did historically, the appropriate response is to reduce the feature's
weight, require independent verification, or build a monitoring trigger that forces
review once early signs of decay appear.

Due Diligence

The operational version of the rule is to separate extraction from acceptance and
to ask not only whether an extracted field is accurate but also whether the document
set it came from is complete. An extracted field should never enter an investment
committee memo as a bare number. It should carry provenance: Whether it was read
directly from a labeled table or reconstructed from scattered references, whether
it was reconciled against an independent source—and whether the document set
relied upon is even the kind of document set that would disclose everything relevant,
or whether a companion document, such as audited annual financials, ought to be
checked as well.

The three cases described earlier show why provenance alone will not suffice for
all of them. An add-back figure that once lived in a single labeled schedule and now
appears distributed across several footnotes has changed form without necessarily
changing substance, and that change in form is itself diligence-relevant. A reported
IRR or PME that looks strong is not, on its own, informative about whether it is
genuine; confirming it requires checking a document the extraction pipeline was never
built to read (the audited financials or capital account footnotes) for subscription-line
usage the interim letter had no obligation to mention.

This discipline is different from checking accuracy: It is checking completeness,
and it cannot be automated by reading the same document more carefully, since
the omission lives outside the document. Narrative tone requires a third kind of
check since it cannot be verified against an external record at all; it can only be
checked against whether it is consistent with facts disclosed elsewhere in the same
memorandum.

Fields lacking provenance or documents whose completeness has not been
checked should route to human review before they populate committee materials,
rather than being treated as verified facts because a model produced them. Al can
still do useful work here, once it is told to look for the right thing. Flagging that an



232 | Artificial Intelligence as a Source of Risk in Asset Management Emerging Risks 2026

add-back schedule has grown more fragmented relative to a GP’s own prior filings,
checking a fund’s audited financials for credit-facility disclosures whenever a mem-
orandum stays silent on the subject, and comparing a risk section’s tone against
facts stated earlier in the same document are all things a tool can compute at scale.
The distinction is between a tool that raises the question and a tool that answers it.

Risk Management

Model validation for Al extraction tools needs to be regime-aware in a specific
sense: A tool validated on documents from a period before fund managers knew the
field was being extracted has not been validated for the regime that follows adoption.
In private markets, this is a genuine difficulty because final outcomes on a given fund
may not arrive until a decade later, well after the extraction tool, and possibly the
analysts who deployed it, have changed. That slowness is a reason for conservatism
in how much weight a newly deployed extraction tool is given.

Retrieval and execution should remain separated in any Al pipeline used in an
investment process. A system that reads and summarizes GP documents should not
automatically update an internal score, populate committee materials, or trigger an
allocation decision without a controlled review step in between. Before a document
enters a model pipeline, firms should strip invisible text and unusual encodings; flag
image-based tables that a text extractor cannot read; flag cases where a compan-
ion disclosure, such as audited annual financials, is absent from the document set
entirely; and check for the kind of structural manipulation described earlier, whereby
the current document’s structure has shifted relative to that same GP’s own prior
filings in a way that would defeat a known extraction heuristic.

Monitoring Metrics

Three indicators are directly implementable now. The first is divergence between
self-reported, easily restructured fields and independently verifiable ones: If reported
adjusted-EBITDA growth or narrative tone improves while realized distributions or third-
party transaction evidence do not, then the self-reported field should lose weight. The
second is post-adoption decay: If a feature’s predictive power falls after it becomes
a known extraction target, then this is not ordinary noise but rather evidence con-
sistent with the feature having become a target, and so it should trigger a rerating
of that feature’s gameability. The third is drift across what a GP’s own documents
jointly reveal over time: a growing gap between what an interim letter states and
what audited annual financials later confirm about facilities such as subscription
lines; a shrinking, or more fragmented, add-back schedule relative to the GP’s own
prior filings; or tone that grows more confident precisely when other disclosed facts
would suggest the opposite. Each is a signal independent of the level of any headline
number, and each requires comparing a document against something outside itself
rather than reading it in isolation.

A Short Checklist

Six steps make this operational for an investment committee applying it to any Al
extraction tool already in use. First, maintain an inventory of every Al-extracted field
currently used in an investment decision. Second, score each field on both gameability
and historical predictive power, and weight it only where it scores well on both. Third,
require provenance for every field that materially affects a decision, including whether
the document set itself is complete—and specifically whether a companion document,
such as audited financials, discloses something the primary document stays silent on.
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Fourth, route low-provenance or unverified fields to human review before they enter
committee materials. Fifth, separate retrieval from execution, such that no extraction
pipeline updates a score or triggers an allocation decision without a review step. Sixth,
monitor for post-adoption decay and for drift across a counterparty’s own documents
over time, and treat both as diligence-relevant rather than as noise.

Firms adopting all these measures at once will find that the ordering matters
less than the coverage. If sequencing is useful, the steps of provenance tagging,
completeness checks against companion documents, and the retrieval-execution
separation are cheapest to implement and address the most immediate exposure,
since they require no new modeling, only a change to workflow; the two-axis scoring
and the monitoring metrics require more judgment and can follow once the inventory
in the first step is in place.

CONCLUSION

Al in asset management is usually presented as a productivity technology: It reads
faster, summarizes more, and turns unstructured disclosure into structured data.
That story is largely true, and in real cases, it will be valuable. What it leaves out is
a basic feature of finance: namely, that information is produced by parties who care
how it will be used. Once a machine-read field influences capital allocation, whoever
produces that field has an incentive to write for the machine.

That is technological epistemic risk. The risk is not that the model is wrong in
the ordinary sense. It is that deploying the model changes the reliability of the data
it reads, which is why extraction should never be mistaken for verification. A tool
that reads more documents can increase coverage. It can also remove the skeptical
human scrutiny that previously caught some of what it now reads uncritically, leaving
investors with more data, cleaner dashboards, and less actual knowledge.

An add-back schedule can be reformatted, a reported IRR or PME can be inflated
using a credit line the extraction pipeline never sees, and narrative tone can be rewrit-
ten to sound confident without a single disclosed fact being changed. In each case,
the extracted number or passage is, taken on its own, accurate. The distortion is
not in what was said. It is in what a fixed extraction rule was never positioned to ask:
whether the form of a schedule has shifted, whether a companion document tells a
different story, or whether a confident sentence sits oddly next to a fact disclosed
three pages earlier. Closing that gap is not a matter of better technology. It is a matter
of treating an extracted field as the start of diligence rather than the end of it, and
of trusting that field only when it is both costly to fake and has actually earned that
trust historically, not when just one of the two happens to be true.

The practical response, then, is not to avoid Al but to deploy it in a way that under-
stands the incentives it creates. Al should help investors find questions rather than pre-
maturely settle them; route low-confidence fields to human review rather than convert
them into facts; and reveal where verification, or the completeness of the document
set itself, is missing rather than create the appearance that nothing is missing at all.
Above all, a signal earns weight only when it is both hard to fake and has actually pre-
dicted something. Its being cheap to fake and unverified is reason enough to discount
it, and its being expensive to fake but never predictive is no reason to trust it either.

This is a simple discipline, but it changes concrete things: how extracted data
enter allocation models; how due diligence files get reviewed; how model validation is
designed; and how an investment committee should read an Al-generated summary,
or notice what it does not say. When machines interpret markets, markets respond.
An investor who forgets this may not be using Al to know more. They may be using it to
be fooled more efficiently, and to be told, with unusual confidence, that they are not.
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