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KEY FINDINGS

m The transition from human to algorithmic investment advice transforms idiosyncratic
judgment errors into systemic model risk. Because retail investors rarely self-correct
suboptimal advice, preference-learning algorithms can silently compound portfolio
misallocations over an investment horizon.

m While robo-advisors can faithfully reconstruct optimal feedback control functions under
ideal conditions, their underlying models are highly vulnerable to noisy trading execution
and sudden shifts in client preferences.

m Future resilience of automated wealth platforms relies on algorithmic circuit breakers.
By utilizing economic consistency checks and out-of-sample validation, institutions can
detect real-time failures and trigger human oversight before severe misallocation occurs.

ABSTRACT

Robo-advisors now manage roughly $2 trillion in assets globally, and the quality of their
investment advice rests on correctly learning each client’s risk preferences. The authors provide
the first comprehensive risk management framework for algorithmic preference learning. Using
a nonparametric utility reconstruction algorithm, they show that a robo-advisor can faithfully
infer an investor’s risk preferences from observed trading behavior and derive near-optimal
portfolio allocations across a wide range of wealth levels. Systematic stress testing reveals that
the robo-advisor is robust to moderate behavioral noise. To account for investor’s preference
shifts and behavioral noise, the authors introduce a two-layer automated circuit breaker
that detects most failure modes in real time and triggers human oversight before severe
wealth losses occur. They propose targeted mitigation strategies that reduce realized portfolio
allocation errors for investors, regardless of their degree of supervision by the robo-advisors.

advisors, has strongly impacted retail wealth management. As of 2024, robo-

advisors manage roughly $2 trillion in assets globally," with projections suggesting
this figure will exceed $2.5 trillion by 2027. This explosive growth reflects robo-
advisors’ advantages over traditional advisory services: lower costs, 24/7 portfolio
monitoring, elimination of minimum investment thresholds, and systematic
decision making free from behavioral biases (D’Acunto and Rossi 2021; Bjerknes and
Vukovic 2017). However, as financial decision making shifts from human judgment to
algorithmic systems, a new category of risks emerges—one that requires quantification
and management.

The rapid adoption of automated investment management systems, or robo-

*See https://icfs.com/specialists-desk/online-and-robo-advisors-evolution-digital-advice-platforms.
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Unlike human financial advisors, whose errors tend to be idiosyncratic and
uncorrelated, algorithmic investment systems can exhibit systematic biases that
affect thousands of clients simultaneously. When a robo-advisor mislearns a client’s
risk preferences, the foundation of all investment advice, it does not simply make
a single poor recommendation. Rather, it systematically misallocates wealth across
the client’s entire investment horizon, compounding errors over time. Moreover, if
multiple robo-advisors employ similar learning algorithms and market conditions trig-
ger a widespread preference misestimation, the resulting correlated trading behavior
could create concentration risk at the industry level. The 2010 flash crash demon-
strated how algorithmic correlation can destabilize markets (Kirilenko et al. 2017);
the widespread adoption of robo-advisory platforms introduces analogous risks in
portfolio management.

Despite the growing importance of robo-advisory systems, the existing literature
lacks a rigorous framework for quantifying and managing the robustness of algo-
rithmic preference learning. Most research focuses either on demonstrating the
empirical benefits of automated advice or on algorithmic preference elicitation.
On the empirical side, D’Acunto et al. (2019) show that robo-advisors reduce behav-
ioral biases and increase portfolio diversification, while Rossi and Utkus (2024)
highlight improvements in portfolio diversification and higher Sharpe ratios. On the
algorithmic side, Alsabah et al. (2021) and Wang and Yu (2021) study reinforce-
ment learning methods for risk preferences inferred from observed trading actions.
What remains unaddressed is the fundamental question: What happens when these
algorithms fail? We provide quantitative bounds on algorithmic errors, stress-testing
frameworks to identify failure modes, and mitigation strategies to protect investors
when preference learning goes wrong. Our article fills this gap by providing a compre-
hensive risk management framework for robo-advisory systems.

To operationalize this framework, we explicitly define and analyze three primary
failure modes inherent in automated preference learning. The first is behavioral noise,
which captures the behavioral friction where investors fail to perfectly execute the
algorithm’s optimal recommendations. The second is preference shifts, which occur
when an investor experiences a sudden, uncommunicated change in risk aversion,
while the algorithm continues to rely on stale historical data. The third is insufficient
observations, which arises when the algorithm is starved of the data necessary to
accurately calculate the investor’s utility across the wealth domain—either due to
a shorter training horizon or a more constrained solicitation budget. To quantify the
financial impact of these failure modes, we introduce the Portfolio Reconstruction
Error (PRE). The PRE metric directly measures the maximum relative deviation between
the robo-advisor’'s recommended allocation and the investor’s true optimal portfolio,
serving as our definitive metric for algorithmic reliability.

Our framework delivers three sets of results. First, systematic stress testing
reveals that the robo-advisor is resilient to moderate behavioral noise, but preference
shifts are the dominant vulnerability, when risk aversion changes mid-horizon and
the algorithm continues using stale data. Second, to manage these risks, we intro-
duce a two-layer automated circuit breaker: Layer 1 applies economic consistency
checks (monotonicity and convexity of the inferred risk-aversion function), and Layer 2
employs cross-validation to detect when the learned utility no longer predicts held-out
observations. Together, these layers detect critical execution noise and preference
shifts before the end of the investment horizon. Third, we provide error bounds
(Propositions 3 and 4) that give risk managers a worst-case guarantee on portfolio
allocation deviations as a function of data quality.

These risk management results rest on a preference-learning framework in
which a robo-advisor infers an investor’s utility function from observed trading
decisions using nonparametric cubic Hermite spline interpolation, then solves a
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Hamilton-Jacobi—Bellman equation to derive optimal portfolio allocations. Unlike
existing approaches that restrict attention to parametric utility families (Alsabah
et al. 2021; Capponi et al. 2022), our method accommodates general utility func-
tions satisfying standard regularity conditions, providing greater flexibility to match
diverse investor profiles. We validate the framework via Monte Carlo simulations over
a 10-year investment horizon, in both a high-supervision regime (investor actively trains
the robo-advisor over a 10-year horizon) and a low-supervision regime (robo-advisor
operates autonomously with a strict budget of 20 solicitations).

Beyond demonstrating that our algorithm successfully replicates optimal portfolios
for logarithmic and power utility investors (our baseline case), we systematically
introduce adverse conditions to test robustness. We corrupt observations with
increasing noise levels to identify the threshold at which algorithmic reliability fails,
simulating a client who is correct on average but exhibits behavioral noise. We impose
sudden preference shifts, which typically happen during macroeconomic transitions
when an investor’s risk aversion changes, measuring how quickly the robo-advisor
adapts to these new preferences. And finally, we restrict data availability to examine
minimum observation requirements. These stress tests provide practitioners with
assessments of when algorithmic advice can be trusted versus when human oversight
becomes essential.

Our findings have implications for industry practice and automated wealth
management. Our stress-testing framework offers asset managers a rigorous blue-
print for internal model validation. The two-layer failure detection system serves as
an automated circuit breaker, allowing platforms to identify silent algorithmic failures
before they translate into severe utility losses. The proposed mitigation strategies,
specifically, maximum wealth gap thresholds and localized error tracking, provide
practitioners with implementable safeguards that balance the benefits of scalable
automation against the vulnerabilities of algorithmic preference learning.

The remainder of this article proceeds as follows. The literature review section
reviews related literature. The model section presents the preference-learning frame-
work. The stress-testing and robustness quantification section constitutes our pri-
mary contribution: a comprehensive stress-testing framework that quantifies portfolio
allocation errors under behavioral noise, preference shifts, and insufficient data. The
automated circuit breakers section introduces a two-layer failure detection system
and targeted mitigation strategies. The performance bounds section provides formal
error bounds. Proofs of technical results and additional details are provided in the
Appendixes.

LITERATURE REVIEW

Our framework bridges two literatures: automated preference learning and
algorithmic model risk. On preference learning, Alsabah et al. (2021) develop a rein-
forcement learning robo-advisor that infers risk preferences from portfolio choices,
and Wang and Yu (2021) pair inverse optimization with a multiperiod mean-variance
objective; both restrict investors to a parametric utility family, and neither analyzes
what happens when the learning process fails. Capponi et al. (2022) study an adap-
tive mean—variance robo-advisor that assumes preferences are correctly specified,
and Keffert (2024) extends this to time-varying, noisily measured preferences, but
retains the mean—-variance form. We generalize these models to fully nonparametric
utility functions and, more importantly, are the first to characterize and bound the
errors that arise when preference learning fails.

A separate strand estimates general utility functions nonparametrically or via
neural networks (Gu et al. 2018; Grzeskiewicz 2025; Cao et al. 2024). We instead
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reconstruct utility via a deterministic cubic Hermite spline rather than a Bayesian or
filtering approach, for three reasons: Global priors are poorly suited to the sharp,
localized changes in curvature we allow for; a deterministic reconstruction delivers the
worst-case error bounds we establish later in the article, whereas probabilistic filtering
yields only confidence intervals; and, as we show in the detection and mitigation
sections, noise can be handled operationally rather than smoothed away, which
risks masking genuine preference shifts. This design choice also reflects evidence
that retail investors follow advice imperfectly and often exhibit “algorithm aversion”
(Bhattacharya et al. 2012; Greig et al. 2023), which motivates our behavioral-noise
stress test.

On model risk, Lopez de Prado (2018) documents how machine learning models
trained in-sample fail to generalize out-of-sample. Supervising authorities including
the Federal Reserve and OCC’s supervisory guidance (Board of Governors of the
Federal Reserve System and Office of the Comptroller of the Currency 2011) call
for stress testing and quantified model uncertainty. Danielsson et al. (2016) show
that competing risk models agree in calm markets but diverge sharply under stress.
This literature establishes that algorithmic finance carries risks beyond human
judgment, yet no existing robo-advising paper combines formal error bounds,
systematic stress testing, and mitigation strategies into a single risk management
framework. We provide that framework here.

MODEL

We consider an investment horizon of T periods. In each time period, the
investment decision is between a risk-free asset with return r and a risky asset with
expected return p and variance ¢°. This decision is delegated to a robo-advisor, who
learns the investor’s risk preference over time. At each time period, the robo-advisor
selects the optimal fraction of wealth & to allocate to the risky asset, based on its
learned preferences, in order to maximize the investor’s utility at the terminal time T.

Investor Choice Model

The investor has a utility function u(x) over wealth x. This utility function satis-
fies the Inada conditions; that is, u must be concave, smooth, lim, ,,u’(x) = o, and
lim,__u’(x) = 0. Observe that this setting generalizes Alsabah et al. (2021), where the
investor’s risk aversion is assumed to belong to a finite set ©. Here, at each wealth
u”(x)

u’(x)

The robo-advisor infers the client’s risk aversion at time t from the trading history
until that time. Specifically, we assume that by observing an investor’s action in time t,
the robo-advisor can perfectly infer the corresponding risk-aversion parameter.
A similar assumption was made in Alsabah et al. (2021), where it is noted that a
sufficient condition was for 7t to be strictly monotone in the risk-aversion coefficient.?

level x, the investor has absolute risk aversion 0(x) .= —

Investor Objective

As stated, the investor’s objective is to maximize their utility at time T. Formally,
this is achieved by solving a Hamilton-Jacobi—Bellman PDE (henceforth referred to
as a HJB equation), which we will detail later in this article.

2This is intuitive: Because the higher the client’s risk aversion, the smaller the investment in the
risky asset.



Emerging Risks 2026

The Journal of Portfolio Management | 239

At time t and wealth x, the investor solves the problem

SUpE, [u(X™(T))]

where 1, measuring the proportion of the wealth allocated to the risky asset, belongs
to the set of admissible portfolio strategies over the period [t, T] and E, , is a conditional
expectation conditioned on the initial wealth X(t) = x and on all available information up
to time t. X" (T) is the wealth at time T controlled by the portfolio strategy n =[r,, ..., T,].
Given a portfolio strategy m, at time i, the client’s wealth evolves from time i to i + 1
with the following wealth process:

dX™ = X"[r+mn,(u—r)dt+moX"Z
where Z ~ N0, 1). Define the investor’s value function (indirect utility) as

V(t,x) =supE,, [u(X"(T))]

The investor’s optimal portfolio is derived by solving a standard stochastic control
problem (Hamilton—Jacobi—Bellman equation; see Appendix B for details). The solution
yields the optimal feedback control function (a term we will use interchangeably with
portfolio allocation)

VE(t, x)

*(
xVE(t, x)

it x)= -0 (W—r)

which prescribes how much to invest in the risky asset at each time t and wealth
level x.

For the special case when the investor utility is the logarithmic u(x) = log x, the
nw—r

> at all times and wealths. When

optimal feedback control function is n*(t, x) =

Y
the investor utility is a power utility u(x) = X—, the optimal feedback control function
Y

w—r

is Tt x) = > over all times and wealths. We subsequently exploit these exact

(1-v)o
theoretical solutions to benchmark our results against the true theoretical optimum.
For our power utility simulations, we set the coefficient of relative risk aversion to
v = 0.3. This is in line with the literature, who finds that a meaningful segment of
the population exhibits high risk tolerance, with CRRA coefficients localized in the
0.1 to 0.5 range (Holt and Laury 2002; Andersen et al. 2008).

To solve the investor’s continuous-time portfolio optimization problem, we
approximate the resulting Hamilton—-Jacobi—Bellman (HJB) equation using a fully
implicit finite difference method—specifically, the Backward Time, Centered Space
(BTCS) scheme. A description of our solver is provided in the HJB equation and solver
section of the Appendix A, with full implementation detail in the Appendix B.

Robo-Advisor Framework

Given a general investor utility function u, the goal of the robo-advisor is to
reconstruct the investor’s optimal feedback control function over time, based on the
risk aversion inferred after each investor trade. Our proposed algorithm consists of two
components. First, we approximate the investor’s risk-aversion function through cubic
Hermite splines, which allows us to reconstruct the investor’s utility function. Then, we
numerically solve the HJB equation to obtain the optimal feedback control function m*.
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In full, our pipeline is as follows:

1. At time t, the investor executes a portfolio choice m, at their current wealth
level x,.

2. If solicited, the robo-advisor infers the corresponding local absolute risk
aversion 0(x,). Because optimal allocation is strictly monotonic in risk aversion
(Alsabah et al. 2021), this mapping is theoretically uniquely determined.
To isolate the performance of our utility reconstruction algorithm, we assume
perfect inference at this stage.

3. Each trade generates a discrete data pair (x, 0(x,). Over the investment
horizon, the robo-advisor aggregates these data points into a historical
dataset {(x,0(x,))}.,-

4. This dataset is directly fed into a cubic Hermite spline interpolation to
construct a continuous risk-aversion function 8 valid across the entire wealth
domain. This is described in detail in the cubic Hermite splines section of the
Appendix A.

5. Using 8, the robo-advisor reconstructs the client’s utility function i, and solves
the HJB equation with  to obtain the optimal feedback control function .
This is described in detail in the reconstruction section of the Appendix A.

Robustness Challenges and Failure Modes

Our framework rests on several key assumptions whose violation compromises
algorithmic robustness. Most critically, we assume in the investor choice model
section that “by observing an investor’s action in time t, the robo-advisor can perfectly
infer the corresponding risk-aversion parameter.” This assumption enables clean
preference learning but is unrealistic in practice. Investors often make suboptimal
decisions due to emotional responses, experimentation with alternative strategies,
or genuine uncertainty about their preferences. Moreover, investor preferences may
shift over time—particularly during market stress—yet our baseline framework treats
utility as time-invariant. In this subsection, we formalize how assumption violations
create risk and categorize the resulting failure modes.

Definition 1 (Preference Learning Risk). Let u(x) denote the investor’s true utility
function and G(x) denote the robo-advisor’s reconstructed utility. Let m*(t, x) and 7t(t, x)
denote the corresponding optimal feedback control functions, respectively. We define
the utility reconstruction error as

o o=l "
Tl

and the portfolio allocation error as

|7(t, x) = (t, x)|

(2)
| (t, x)|

e (t,x)=

Definition 2 (Portfolio Reconstruction Error). To measure the aggregate practical
consequence of these allocation deviations, we define the Portfolio Reconstruction
Error (PRE) as the maximum portfolio allocation error across the wealth domain at
terminal time T:

T Ty - * Tv
PRE(#) = max M X) =™ (T, X)|
xela,b] |TE*(T, X)|
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We specifically evaluate the Portfolio Reconstruction Error at the terminal
time T because it serves as the definitive measure of the robo-advisor’s learning
success. The periods leading up to T constitute the algorithm’s learning phase,
during which it actively assimilates investor data and builds its approximation of
the utility curve. Measuring PRE at time T captures the robo-advisor’s ultimate
capability to reconstruct the optimal control function after all learning is complete,
isolating the algorithm’s final structural accuracy from the transient learning gaps
present early on.

The utility error €, measures how well the robo-advisor has reconstructed the
investor’s utility function, while the Portfolio Reconstruction Error (PRE) provides
a worst-case bound on the practical consequence: the deviation in investment
allocation. We provide formal bounds on g, in the performance bounds section, and in
the stress testing and robustness quantification section, we test the high-supervision
and low-supervision learning regimes, measured by €, and PRE, under various failure
modes.

Exhibit 1 categorizes the primary ways our assumptions can be violated.
We stress test each risk factor separately in the stress-testing section. Further, we
quantify the resulting portfolio errors in the stress-testing and robustness quantifi-
cation section. We then identify thresholds beyond which the robo-advisor requires
human intervention, in the automated circuit breakers section.

Data quality issues. Our cubic Hermite spline interpolation requires observations
(x,0(x;))., to accurately reconstruct 8(x) over [a, b]. If even a single observation (x;, 6(x,)
is corrupted by noise or represents an anomalous trade, it can distort the entire
interpolation, so data quality controls are essential in practice.

Model risk and preference shifts. Our framework treats investor utility u(x) as
time-invariant, learning it from historical trading data. But investor preferences,
particularly risk aversion, are known to depend heavily on the business cycle and
shift over time (Cohn et al. 2015). The seminal work of Campbell and Cochrane
(1999) demonstrates that risk aversion is strongly countercyclical (see also Lettau
and Ludvigson 2010, for a literature survey and extensive empirical evidence).
For example, during a sudden economic expansion or a rapid injection of monetary
stimulus, as an investor’s wealth is rapidly elevated above their customary con-
sumption habit, the investor’s risk profile may shift from a conservative profile to a
more risk-tolerant one. If the robo-advisor continues using the conservative utility
learned during the prior period, it will systematically underallocate to risky assets
relative to the investor’s newly aggressive preference, generating a large Portfolio
Reconstruction Error (¢). This is a form of model risk: The model (learned @) is
well specified for the training period but fails when the data-generating process
(true u) changes.

EXHIBIT 1

Robustness Challenges in Algorithmic Preference Learning

Robustness Challenge

Mechanism Consequence Defined in Section

Behavioral Noise

Investor makes suboptimal trades, but is  Noisy risk-aversion estimates 8(x) Stress Test 1: Behavioral Noise
correct on average; execution error

Preference Shifts

Risk aversion shifts during U based on stale data Stress Test 2: Preference Shifts
macroeconomic transitions

Insufycient Data

Short training horizon (high-supervision) Poor interpolation, leading to Stress Test 3: Insufycient
or too few observations (low-supervision) increased PRE Observations
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STRESS TESTING AND ROBUSTNESS QUANTIFICATION

To validate our robo-advising framework, we demonstrate its numerical imple-
mentation across different operational environments and then subject it to adverse
conditions. The procedure section outlines the algorithmic setup, market parame-
ters, and baseline assumptions. In the high investor supervision and low investor
supervision sections, we establish the algorithm’s baseline efficacy under ideal,
noise-free conditions, showing that the robo-advisor successfully replicates the true
optimal feedback control function in both the high-supervision regime and the low-su-
pervision regime (the latter utilizing a strict solicitation budget). Having established
this baseline, the stress-testing section formally defines the specific robustness
challenges (behavioral noise, preference shifts, and insufficient observations), and
the quantifying algorithmic robustness section reports the resulting portfolio errors
and utility losses.

Procedure

We first establish our robo-advisor setup. Our securities consist of a risky and
risk-free asset. We use the long-term historical real yield on US government bonds
as a proxy for the risk-free asset return and set the annualized return to r = 2%.°
According to long-term historical market data, the expected annualized real return
for US equities is approximately 8%, so we set u = 8%, and we set the annualized
standard deviation of the risky asset to 6 = 16%, in line with modern institutional
capital market volatility forecasts for US large-cap equities.” The investor’s decision
is to pick the optimal share of wealth &t to invest in the risky asset and 1 — &t to invest
in the risk-free asset. We do not restrict short selling, but we impose a leverage cap;
both choices can easily be modified. Unlike Alsabah et al. (2021), our algorithm also
does not require © to be discrete.

We set a minimum wealth of a = 1 and a maximum wealth of b = 10. Unless
otherwise noted, our baseline simulations set the time horizon to T = 120 months
(10 years), consistent with a standard target-date fund investment horizon, and
the initial wealth to x, = 1.2.° These baseline values apply to both the high- and
low-supervision regimes described subsequently; we later vary T in the insuffi-
cient observations section and x, in the sensitivity to initial wealth section of the
Appendix A. Further, we consider an evenly spaced grid of 1,000 points between a
and b to reconstruct the investor’s utility curve, as described in the reconstruction
section in the Appendix A. The investor behaves as follows:

1. Before investing, the investor chooses a time horizon T. Their initial wealth is
set at x, € (a, b).

2. For each time t =1, ..., T, the robo-advisor makes an investment decision,
choosing rt to invest in the risky asset and 1 — ww to invest in the risk-free asset.
This is done by solving the HIB equation starting from time t, with the inves-
tor’s current wealth x(t), and with reconstructed client utility . If, at this time,

®Long-term historical real returns for US government bonds are sourced from the UBS Global
Investment Returns Yearbook Summary, accessed here: www.ubs.com/global/en/wealthmanagement/
insights/2024/global-investment-returns-yearbook.html.

“Both figures are also sourced from the UBS Global Investment Returns Yearbook Summary and J.P.
Morgan’s Asset Management Long-Term Capital Market Assumptions: https://am.jpmorgan.com/con-
tent/dam/jpm-am-aem/americas/us/en/institutional/insights/portfolio-insights/Itcma-full-report.pdf.

®To ensure our results are not overly sensitive to this initial condition, the sensitivity to initial
wealth section in the Appendix A demonstrates that the PRE remains robust for moderate initial wealth
configurations (x, < 2.5). Furthermore, the risk mitigation techniques described in the risk mitigation
strategies section effectively manage the structural vulnerability associated with higher initial wealths.
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the robo-advisor chooses to solicit the investor for a trading action (subject to
a budget constraint B on the total number of solicitations, discussed in the
low investor supervision section), the investor instead chooses = by solving
the HJB equation with true utility u.
3. The investor’s wealth at the next time period is controlled by the choice of m.
4. Repeat for all t. The process stops ift > T.

When the robo-advisor solicits an action, it learns the client’s true risk aversion
at that wealth level (investor choice model section), giving it another data point with
which to interpolate the client’s risk-aversion curve and thus improve its reconstruction
of the utility curve. Soliciting the investor is not free, however: It presents an oppor-
tunity cost for the investor.® The robo-advisor must strike a fine balance between
soliciting the investor for more accurate investing and minimizing this cost.

In the sections that follow, we first show that the robo-advisor reconstructs the
client’s optimal feedback control function when the client is always actively investing,
and then show it does so even under a budget constraint on solicitations.

Although our framework accommodates any utility function, we focus our simula-
tions on logarithmic and power utility specifications, since these are widely adopted
in the portfolio-choice literature (Merton 1969; Samuelson 1969) and are the func-
tional forms for which exact, closed-form solutions to the HJB equation exist, letting
us benchmark our reconstructed allocation rules against the mathematical optimum.

High Investor Supervision

We now describe the high-supervision regime. In each time period, the investor
actively and optimally invests, with the goal of training the robo-advisor to invest in
another target-date fund after time T. Following the elicitation pipeline established in
the robo-advisor framework section, each observed trade allows the robo-advisor to
infer the investor’s local risk aversion and update its utility reconstruction.

Exhibit 2 shows the evolution of the robo-advisor’s reconstruction of a logarithmic
investor’s optimal feedback control function over time. Note that the performance for
low values of t is not as strong as the performance for large values of t: This occurs
because, at early times t, the robo-advisor lacks sufficient data on the investor’s
risk aversion at high wealth levels. However, once it has gathered data across the
full range of wealth levels, it becomes capable of accurately identifying the optimal
portfolio allocation function. Exhibit B1 in our Appendix B shows a similar progression
with the power investor.

In the high-supervision regime, the time horizon T serves as a training period during
which the investor directs every trade, so the robo-advisor’'s own policy it is never used
to make a live decision; it only observes and builds 4. This is what we mean by the
robo-advisor not dynamically learning: Learning and deployment are sequential, rather
than interleaved as in the low-supervision regime described in the following subsection.
Once training ends, the robo-advisor deploys the fully reconstructed G to successfully
replicate the investor’s optimal feedback control function in a new portfolio.

Low Investor Supervision

As investing in the high-supervision regime is costly for the investor, one may
wish to sacrifice a small amount of accuracy for a reduction in the costs of investing.
Here, the robo-advisor is actively investing, and there is a budget constraint B on

®The opportunity cost of active portfolio management has been documented empirically; see, for
example, D’Acunto et al. (2019) for evidence on the time burden of unsupported self-directed investing.
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EXHIBIT 2
Performance of Robo-Advisor for a Client with Utility u(x) = log x Who Is Always Active-Investing

Panel A: Optimal Feedback Control Function for t = 10

Allocation

3.0

2.8

2.6

2.4

2.2

2.0

High-Supervision Signal Recovery (t = 10)

Panel B: Optimal Feedback Control Function for t = 50
High-Supervision Signal Recovery (t = 50)

3.0

2.8

2.6

Allocation

2.4

2.2

, : , 2.0 : , : : ,
6 8 10 2 4 6 8 10

Wealth (x) Wealth (x)

Panel C: Optimal Feedback Control Function for t = 120,
the Time When the Process Stops

High-Supervision Signal Recovery (t = 120)

3.0

2.8

2.6

2.4

Allocation

2.2

2.0 - - \ \ -
2 4 6 8 10
Wealth (x)

Robo-Advisor Learned Pi(x) === True Optimal: 2.34 @ Observed Action X Robo-Advisor Estimate

NOTES: The red horizontal line represents the theoretical optimal feedback control function ©* = p—zr_ In this run, PRE(7t) = 0.0039.
o

the number of solicitations the robo-advisor is allowed to make. The robo-advisor
determines which wealth levels to solicit using a log scale between (a, b) consist-
ing of B points, call them x,, ..., x; (we justify this choice of spacing in the perfor-
mance bounds section). If the investor’s wealth x at any time is within 5% of x,, the
robo-advisor solicits the investor at x and removes x, from the list of wealths to
solicit.” At the end of the time horizon, the robo-advisor will have an approximately
log-spaced sample of risk aversions from the investor. For the purpose of illustra-
tion in Exhibit 3, we set B = 10 (not including the endpoints) to demonstrate that
the robo-advisor can replicate the optimal feedback control function with very few
solicitations. However, for our formal quantitative baseline in future sections, we

"For the case when the robo-advisor has not solicited the client yet, recall that the initial conditions
t(a) = u(a) and G(b) = u(b) give us two points on the utility curve. In this case, where we have to interpolate
with only two points, we use standard linear interpolation instead of cubic Hermite splines.
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EXHIBIT 3
The Dynamic Robo-Advisor Can Still Replicate the Optimal Feedback Control Functions with Very Few Solicitations
Panel A: Optimal Feedback Control Function for an Investor Panel B: Optimal Feedback Control Function for an Investor
. . . .. . . 0.3
with Utility u(x) = log x with B = 10 Solicitations. In This Run, with Utility u(x) = X with B = 10 Solicitations. In This Run,
PRE(7t) = 0.0066 i 0.3
PRE(w) = 0.0023
Learned Policy at t = 120 Learned Policy at t = 120

3.0 4.0

2.8 3.8

2.6 3.6
5241 § 349
§ 2.2 § 3.2
o = o v
<20 < 30

1.8 2.8

1.6 2.6

6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)
Learned Pi(x) @ Action Pi=2.35 ==== True Optimal ‘ ‘ Learned Pi(x) @ Action Pi =3.35 ==== True Optimal

utilize a budget of B = 20. Exhibit 3 shows the optimal investment strategy after the
dynamic robo-advisor has reached the budget constraint. Although noisier than the
high-supervision regime, it is still able to reproduce the optimal feedback control
function with very few solicitations.

Exhibits B2 and B3 in the Appendix B show the learning progression of the
low-supervision robo-advisor for the log and power investors shown in Exhibit 3.

Recall that unless the robo-advisor decides to solicit the investor, it automatically
makes a decision on wealth allocation. Hence, as opposed to the high-supervision
regime, the robo-advisor is dynamically learning here. This low-supervision regime
is designed to be deployed in real time and may be suitable for investors who
wish to reduce opportunity costs and who wish to exert less supervision on the
robo-advisor.

Throughout the rest of the article, we will interchangeably describe the robo-advisor
(or investor) as high-supervision or low-supervision to mean a robo-advisor (or inves-
tor) operating in the high-supervision and low-supervision regime, respectively. Both
regimes demonstrate that our robo-advisor can successfully replicate investor opti-
mal portfolios under ideal conditions. However, real-world deployment involves data
quality issues, preference instability, and potential manipulation. We now system-
atically stress test the algorithm across the robustness challenges identified in the
robustness challenges and failure modes section, quantifying how this degrades
performance and identify failure thresholds.

Stress Testing: Failure Modes and Performance Deterioration

We conduct three stress tests, each corresponding to a robustness challenge
from Exhibit 1. For each test, we report utility reconstruction error ¢,, Portfolio Recon-
struction Error (PRE), and the utility loss an investor would experience compared to
the true optimal strategy.

Stress Test 1: Behavioral Noise. Real investors do not always execute their trades
perfectly. Even if their target portfolio allocation aligns with their true preferences on
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average, they may experience behavioral noise due to market timing, interface errors,
or transient emotional reactions. We simulate this by adding Gaussian noise to the
risk-aversion observations:

0(x,)=6(x,)(1+¢,), &~N(O,02.) 4)

? ~ noise

where 0(x)) is the true risk aversion at wealth x; and é(x,.) is the noisy observation the
robo-advisor receives. We calibrate o, € {107, 107, 10, 10} using a logarithmic
scale to systematically sweep across multiple orders of magnitude. This allows us to
observe our algorithm’s sensitivity profile as the signal-to-noise ratio drops.

Stress Test 2: Preference Shifts. Macroeconomic regime changes often trigger
distinct shifts in investor risk aversion (Campbell and Cochrane 1999; Lettau and
Ludvigson 2010). In particular, after the onset of a strong economic expansion, as
wealth increases, an investor may abruptly adopt a less risk-averse profile. We model
this by switching the investor’s utility function mid-horizon:

log x if t <ty

u(x)=4 x° )]
ﬁ if t> tshift

where t, ., = 60 months (halfway through the 120-month horizon). Before the shift,
the investor is logarithmic (constant relative risk aversion = 1); after the shift, power
utility with y= 0.3 (CRRA = 0.7, less risk-averse). The robo-advisor learns from obser-
vations during t < t,, ., inferring logarithmic utility. At t =t ,, preferences change but
the robo-advisor continues using its outdated learned utility unless it observes new
trades and recalibrates.

Stress Test 3: Insufficient Observations. Our baseline simulations from earlier use an
investment horizon of T= 120 months (yielding 120 observations) for the high-supervision
regime, and a budget of B = 20 log-spaced observations for the low-supervision case.
But what is the minimum threshold required for acceptable accuracy? To test this, we
apply distinct stress tests tailored to how each regime operates.

For the high-supervision method, the primary constraint is time. We vary the
investment horizon T (assuming a continuous rate of 12 solicitations per year) to
evaluate how rapidly the robo-advisor can accurately learn the investor’s preferences.
For the low-supervision method, the primary constraint is the solicitation budget.
We vary B, the number of points in the log scale, to restrict the data/solicitations
available for interpolation.

Quantifying Algorithmic Robustness

Recall from Definition 1 that our primary risk metric is the Portfolio Reconstruction
Error (PRE), which captures the maximum investment allocation deviation. Unlike utility
reconstruction error g, (which measures goodness-of-fit of the learned preference
function), PRE directly quantifies investment consequences—how much the investor’s
actual allocation deviates from what it should be. For example, retail investors
exhibit significant inertia and generally fail to react to suboptimal performance
(Sirri and Tufano 1998). Further, retail investors often naively follow biased financial
advice without noticing the underlying bias (Malmendier and Shanthikumar 2007).
Because investors cannot be relied upon to self-correct algorithmic misallocations,
robo-advisors must be evaluated on the magnitude of the portfolio errors they might
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silently propagate. Consequently, PRE gives a rigorous quantitative measure of the
robo-advisor’s vulnerability when operating with an imperfect investor. PRE also serves
as a transparent benchmark for evaluating risk tolerance: If a specific PRE level is
deemed acceptable by a client or institution, the robo-advisor can be considered
practically robust against any behavioral challenge whose resulting PRE remains
bounded below that acceptable limit.

While utility reconstruction error g, can itself be bounded from data, as we show
in the performance bounds section, investment risk is measured by portfolio error
PRE. We now characterize this relationship between PRE and ¢, for a learned .

Proposition 3. Under the derivative stability condition (Assumption 5), given a learned
strategy &t and its corresponding utility reconstruction error g, we have

PRE(%)=0l(g,)

for sufficiently small €,. That is, portfolio allocation error scales proportionally with
utility interpolation error: Keeping €, small guarantees that the financial impact on the
investor’s actual allocation remains proportionally contained.

This shows portfolio error scales with the utility interpolation error—if the
robo-advisor keeps utility interpolation errors small, the resulting financial impact on
the client’s actual portfolio allocation will remain proportionally contained.

Lastly, while PRE serves as a worst-case bound on the accuracy of the recon-
structed portfolio strategy, it may overstate the actual economic harm experienced by
the investor. Therefore, we interpret PRE alongside utility loss, which we define as the
difference in certainty equivalent between the learned feedback control function and
the optimal feedback control function. Formally, let W denote the terminal wealth of
the optimal feedback control function and W be the terminal wealth of the learned
feedback control function. Under the client’s utility function u(x) = log x for example,
each feedback control function’s certainty equivalent is

CE*™ = exp(E[log W;™])
CE®® := exp(E[log W*])

Then the utility loss is defined as

opt alg
CE — Loss = CECT::\E

Note that under log and power utilities, utility loss coincides with the
wealth-equivalent loss as defined in Liu et al. (2003): the fraction of wealth an
investor would sacrifice to use the optimal strategy m*.

For each failure mode, we report the conditions under which it occurs, the
resulting portfolio error, and the utility impact. This analysis serves as the founda-
tion for operational risk monitoring. Exhibits 4 and 5 summarize these scenarios
across the high- and low-supervision regimes, respectively, based on 100 Monte
Carlo simulations.

As these exhibits demonstrate, the algorithm is robust to low, moderate, and
even critical behavioral noise, with PRE staying below 20%. Preference shifts are
the dominant vulnerability, yielding a roughly 30% PRE. Interpreted alongside util-
ity loss, however, the economic harm remains small throughout: Even at critical
noise, utility loss stays under 1% (high-supervision) and 3% (low-supervision),
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EXHIBIT 4

High-Supervision Robo-Advisor: Comprehensive Robustness Assessment Dashboard
Scenario Condition g, PRE Utility Loss
High-Supervision Model
Baseline None 0.0010 0.0267 0
Behavioral Noise
Low noise G, = 107 0.0010 0.0274 0
Moderate noise G, = 1072 0.0011 0.0350 0
High noise O, = 1072 0.0017 0.0421 0.0001
Critical noise c =101 0.0098 0.1820 0.0078

Preference Shifts

Preference shift 0.0218 0.2970 T
Insufficient Data

Minimal data T=1 0.0837 0.3051 0
Moderate data T=5 0.0262 0.1545 0
Adequate T=10 See baseline

NOTES: Utility errors (g,), PREs, and utility losses for the high-supervision robo-advisor under various risk factors, including investor
noise, preference shift vulnerabilities, and insufficient data. 1 Utility loss for the preference shift scenario is not reported because
the investor’s utility function changes mid-horizon, making a single certainty-equivalent comparison ill-defined.

EXHIBIT 5

Low-Supervision Robo-Advisor: Comprehensive Robustness Assessment Dashboard
Scenario Condition g, PRE Utility Loss
Low-Supervision Model
Baseline None 0.0005 0.0362 -0.0077
Behavioral Noise
Low noise G, e = 107 0.0005 0.0362 —-0.0080
Moderate noise G, . = 1073 0.0006 0.0353 -0.0079
High noise G, e = 1072 0.0017 0.0377 -0.0113
Critical noise c =101 0.0110 0.1742 0.0218

Preference Shifts

Preference shift 0.0227 0.2982 T
Insufficient Data

Minimal data B=5 0.0088 0.0828 0.0132
Moderate data B=10 0.0038 0.0522 -0.0151
Adequate B =20 See baseline

NOTES: Utility errors (¢,), PREs, and utility losses for the low-supervision robo-advisor under various risk factors, including investor noise,
preference shift vulnerabilities, and insufficient data. T Utility loss for the preference shift scenario is not reported because the investor’'s
utility function changes mid-horizon, making a single certainty-equivalent comparison ill-defined. Negative utility loss values indicate

that the learned feedback control function it achieves a higher certainty-equivalent wealth than the theoretical optimum n* on the
realized wealth trajectory. This arises because the attainable wealth domain [w,,, w,,,] for the low-supervision investor is typically
narrower than the full domain [a, b]. The BTCS finite-difference solver’s numerical diffusion can marginally improve realized allocations

for wealth levels near the log-scale solicitation points. These values should be interpreted as near-zero, within numerical error.

in part because the deviations between the optimal and learned strategy tend to
fall in rarely visited wealth states. The risk mitigation strategies section formalizes
this via the Attainable PRE, which tracks error along the investor’s realized wealth
path rather than the full domain and yields substantially lower errors than the global
bounds reported previously.
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Finally, the robo-advisor demonstrates remarkable data efficiency when
reconstructing the optimal feedback control function with limited data. For the
high-supervision regime, we find that preferences can be learned well over a much
shorter training window than the standard 10 years; even with an abbreviated horizon
of T=5 years (60 observations), the PRE reaches roughly 15%, with utility loss remain-
ing strictly under 3%. Once an adequate horizon is reached (e.g., T=7 years; see the
changing investment horizons section in the Appendix A for a complete analysis for
all T), diminishing marginal returns take effect, and PRE drops to below 10% while
utility loss drops below 2%. Similarly, the low-supervision robo-advisor maintains a
PRE under 10% with just B = 5 log-spaced observations.

AUTOMATED CIRCUIT BREAKERS: DETECTION AND MITIGATION

Having quantified how behavioral noise, preference shifts, and insufficient data
degrade performance, we now turn to how a robo-advising platform should respond.
The detection of algorithmic failures section presents a two-layer automated circuit
breaker that identifies silent algorithmic failures in real time, and the risk mitigation
strategies section details automated safeguards that limit an investor’s exposure to
structural feedback control function degradation.

Detection of Algorithmic Failures

Quantifying potential risks, as in the quantifying algorithmic robustness section,
is necessary but insufficient—robo-advisors must actively monitor for failures in real
time. Unlike traditional portfolio managers, whose judgment errors are visible through
performance attribution, algorithmic errors may remain hidden until a significant
utility loss occurs. We, therefore, engineer our circuit breakers around PRE rather
than realized utility loss: Utility loss is the ultimate measure of economic damage,
but it is a lagging, cumulative indicator that only becomes visible after the investor
has already endured a prolonged period of misallocation, whereas PRE, capturing
the worst-case allocation error across the wealth domain, serves as a conservative,
leading indicator.

We propose a two-layer automated circuit breaker framework: (1) consistency
checks validating learned preferences against economic theory and (2) out-of-sample
validation testing predictive accuracy. Our detection system flags structural anoma-
lies, thereby triggering human intervention before the investor realizes severe utility
loss. More details about both layers can be found in the details on Layer 1 and Layer 2
tests section in the Appendix A.

Layer 1: Economic Consistency Checks. Certain properties of utility functions are
economically motivated and can be verified. We implement two automated tests
primarily geared at detecting behavioral noise.

1. Monotonicity Test: For utilities exhibiting decreasing absolute risk aversion
(DARA)—meaning wealthier investors are willing to allocate a larger absolute
dollar amount to risky assets, a property satisfied by log utility, power utility,
and most empirically plausible preference functions—risk aversion é(x) should
be decreasing in wealth. This test checks for monotonicity violations.

2. Convexity Test: Convex risk aversion 6(x) is a natural assumption for most
utilities (Gollier and Pratt 1996). We check the convexity of & numerically.
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EXHIBIT 6

High-Supervision Robo-Advisor: Detection of Algorithmic Failures

Emerging Risks 2026

Scenario Condition Layer 1 Detection Rate Layer 2 Detection Rate
High-Supervision Model

Baseline None (0, 0,0) (0.01, 0, 0)
Behavioral Noise

Low noise G, e = 107 (0, 0,0.01) (0.01, 0, 0)
Moderate noise G, = 1072 (0.02, 0.28, 0.45) (0.01, 0, 0)

High noise O, e = 102 (0.3, 0.59, 0.68) (0.01, 0.01, 0.01)
Critical noise c =101 (0.58, 0.74, 0.81) (0.96, 0.91, 0.85)

noise

Preference Shifts
Preference shift

(0, 0.31, 0.26)

(0, 0.78, 0.76)

NOTE: Layer 1 (economic consistency) and Layer 2 (cross-validation) detection rates at times t = (40, 80, 120), respectively,
for the high-supervision robo-advisor under various risk factors, including investor noise and preference shift vulnerabilities.

EXHIBIT 7

Low-Supervision Robo-Advisor: Detection of Algorithmic Failures

Scenario Condition Layer 1 Detection Rate Layer 2 Detection Rate
Low-Supervision Model

Baseline None (0, 0,0) (0, 0,0.01)
Behavioral Noise

Low noise G, e = 107 (0,0, 0) (0, 0, 0.02)
Moderate noise O, = 1072 (0, 0, 0) (0, 0, 0.01)

High noise O, ice = 1072 (0.04, 0.22, 0.37) (0, 0.01, 0)
Critical noise c =101 (0.31, 0.57, 0.73) (0.26, 0.45, 0.54)

Preference Shifts
Preference shift

(0, 0.21, 0.25)

(0.01, 0.37, 0.30)

NOTE: Layer 1 (economic consistency) and Layer 2 (cross-validation) detection rates at times t = (40, 80, 120), respectively,
for the low-supervision robo-advisor under various risk factors, including investor noise and preference shift vulnerabilities.

If any test fails, the robo-advisor flags a data quality issue for a portfolio manager

to observe, triggering human oversight. Exhibits 6 and 7 detail the detection rate
of the two layers at times t = 40, t = 80, and t = 120. Layer 1 proves to be highly
effective at detecting high-noise scenarios in our simulations; by time T, it successfully
flags 81% of critical noise scenarios in the high-supervision regime and 73% in the
low-supervision regime. Furthermore, while primarily designed for detecting behav-
ioral noise, Layer 1 also provides a moderate defense against preference shifts,
capturing 31% of these structural breaks in the high-supervision regime and 21% in
the low-supervision regime.

Layer 2: Out-of-Sample Validation. Although the consistency tests in Layer 1 can
detect economically implausible learned utilities, they are not designed to identify
an algorithm that is overfitting to stale data after a client’s risk profile has shifted.
To address this, we employ cross-validation: We withhold a percentage of observations
as a validation set, learn i on the training set, and then test whether i accurately
predicts the held-out observations.

This approach successfully identifies preference shifts: When an investor’s risk
profile changes after most training data is collected, the out-of-sample validation
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error increases. As detailed in Exhibits 6 and 7, Layer 2 achieves a 78%
identification rate at t = 80 under the high-supervision regime, compared to 37%
under low-supervision. We attribute this discrepancy to the low-supervision model’s
log-scale solicitation strategy. Because these solicitations cluster at lower wealth lev-
els (and consequently, earlier time periods), the algorithm disproportionately samples
the pre-shift logarithmic utility. When the actual preference shift occurs at t = 60,
the robo-advisor lacks sufficient post-shift solicitations to trigger a validation failure,
causing it to follow the stale feedback control function.

While primarily designed to catch preference shifts, cross-validation also serves
as a robust filter for behavioral noise. Under critical noise conditions, the test yields
an 85% failure identification rate in the high-supervision regime and 54% in the
low-supervision setting. Notably, cross-validation provides strong early-warning
capabilities: By t = 40, Layer 2 flags 96% of critical behavioral noise cases in the
high-supervision model. Finally, note that we do not apply Layer 1 and Layer 2 to
quantify insufficient data risk, since there is no associated noise.

In production, this two-layer framework operates as an automated circuit
breaker: As client wealth and risk-aversion data stream in, the robo-advisor con-
tinuously updates ¢ and runs both layers. A consistency violation or out-of-sample
failure halts automated rebalancing for that investor and routes the account to a
human wealth manager, who can confirm whether the client’s preferences have
genuinely changed or override noisy inputs. This allows institutions to continue
operating a robo-advisor platform while preventing silent algorithmic failures from
causing severe utility losses.

Risk Mitigation Strategies

While our failure detection section identifies when robo-advising algorithms
fail, risk mitigation determines how the platform should approach these failures.
We propose two solutions for high- and low-supervision deployment.

High-supervision: Maximum wealth gap requirements. Reliable preference learning
in the high-supervision regime requires adequate coverage of the wealth domain:
Within our 100 Monte Carlo simulations for each failure mode, the distribution of
PREs is right-tailed because a low-variance wealth process that never reaches high
(or low) wealth levels starves the robo-advisor of risk-aversion observations there.
We, therefore, impose a maximum wealth gap requirement as a quality check per-
formed after training but before deployment: Letting (x)_, ; denote the (sorted)
wealth levels realized by the high-supervision investor, we require x,,, — x; < Ax,, for
all i, discarding any training run that violates this bound.

Exhibit 8 shows the utility errors, PREs, and utility losses for the high-supervision
robo-advisor with a wealth gap restriction of Ax,_,, = 7.5018 (details on why we chose
this can be found in the optimal wealth gap section in the Appendix A). Compared to
the regular robo-advisor in Exhibit 4, the median PREs are consistently lower for every
failure mode, especially for the behavioral noise regime. Moreover, it reduces utility
loss quite effectively: Even with critical noise, the investor experiences a near-zero
utility loss.

Low-supervision: Attainable PRE evaluation. For the low-supervision approach,
shown in Exhibit 9, applying a rigid wealth gap constraint is impractical because
the robo-advisor is deployed in real time. However, one structural difference we can
exploit is that the low-supervision approach only needs to evaluate a single realized
wealth trajectory (while the high-supervision method is designed to be redeployed,
and hence needs to follow another wealth process). Consequently, evaluating the
low-supervision method requires only a local measure of PRE, restricted to the wealth
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EXHIBIT 8

High-Supervision Robo-Advisor: Risk Mitigation
Scenario Condition g, PRE Utility Loss
High-Supervision Model
Baseline None 0.0007 0.0062 0
Behavioral Noise
Low noise G, = 107 0.0007 0.0062 0
Moderate noise G, = 1072 0.0007 0.0079 -0.0001
High noise G, = 1072 0.0010 0.0272 -0.0007
Critical noise G, e = 107" 0.0066 0.1453 -0.0093
Preference Shifts
Preference shift 0.0192 0.2969 +
Insufficient Data Risk
Minimal data T=1 0.0138 0.1080 0
Moderate data T=5 0.0014 0.0375 0
Adequate T=10 See baseline

NOTES: Utility errors (g,), PREs, and utility losses for the high-supervision robo-advisor under various risk factors, including
investor noise, preference shift vulnerabilities, and insufficient data, after minimum data requirements are enforced. 1 Utility
loss for the preference shift scenario is not reported because the investor’s utility function changes mid-horizon, making a single

certainty-equivalent comparison ill-defined.

EXHIBIT 9
Low-Supervision Robo-Advisor: Risk Mitigation

Scenario Condition Attainable PRE
Low-Supervision Model

Baseline None 0.0048
Behavioral Noise

Low noise G, . =10 0.0048
Moderate noise 0, = 1072 0.0056
High noise G, = 1072 0.0156
Critical noise G, e = 107" 0.1280
Preference Shifts

Preference shift 0.2981
Insufficient Data

Minimal data B=5 0.0714
Moderate data B=10 0.0217
Adequate B =20 See baseline

NOTE: PREs for the low-supervision robo-advisor under various

risk factors, including investor noise, preference shift vulnerabil-

ities, and insufficient data, after Attainable PRE measurement
is enforced.

domain the investor actually manages to achieve in
real time. We define this as the Attainable PRE:

|7*(T, x) = (T, x)|

PRE_(t) = max
|7*(T, %)

XE[Wininy Winax |

where w,,,, and w,_, represent the investor’s minimum
and maximum visited wealth states, respectively
(weakly interior to the domain boundaries a and b).
While measuring Attainable PRE is an evaluation
metric rather than a direct algorithmic intervention,
adopting it serves as a critical robustness safeguard.
It ensures that we are not penalizing the algorithm for
poor utility reconstruction in theoretical wealth states
the investor never reached, thereby providing a much
more accurate reflection of the portfolio allocation
error the investor actually experiences. As shown in
Exhibit 5, utilizing Attainable PRE reveals a significantly
lower realized portfolio allocation error, particularly for
the investor with behavioral noise.

By implementing targeted risk mitigation tech-
niques, robo-advisors can effectively reduce the differ-
ence between the learned feedback control function 7

and the true optimal feedback control function n*. These safeguards operate auto-
matically to filter out poor learning environments, ensuring that the reconstructed «
curves remain highly faithful to the investor’s true theoretical allocation across their
realized wealth domain. Ultimately, these mechanisms provide a practical layer of
algorithmic robustness, allowing robo-advisors to maintain a higher level of portfolio
allocation accuracy designed with minimal friction to the investor.
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PERFORMANCE BOUNDS

How large can the error in the reconstruction be? In this section, we provide
bounds based on the interpolation grid size and the sensitivity of the investor’s risk
aversion to wealth.

Proposition 4. Given sampled points {(x,0(x,))}._,, both the maximum interpolation
error of the risk-aversion function and the relative error of the reconstructed utility,
%, are upper-bounded by quantities proportional to the grid size and the sensitivity
of the risk aversion to wealth. Specifically, these errors are constrained by the maximum
spacing between solicitations, (x.,, — X;), and the highest magnitude of the risk aversion’s
fourth derivative, max, [6“(t)|.

More details, including the formal mathematical statement of these bounds and
their respective proofs, are provided in the proofs of performance bounds section
in the Appendix A.

For risk-aversion functions 6 in which |8¥(x)| is weakly decreasing with x,
Proposition 4 makes it clear that, if {x;}._, were log-spaced, the maximum interpola-
tion error is smaller than if {x,}"_, were evenly spaced. Note that many common utility
functions, including log and power utility, have corresponding risk-aversion functions
that satisfy this property.

We provide numerical evidence to suggest that log spacing also reduces the
maximum error between the inferred optimal feedback control function and the ground
truth. This also illustrates Proposition 3: Because log-spaced solicitations tighten the
utility interpolation bounds, the resulting PRE is proportionally contained. Exhibit 10
illustrates the difference between a robo-advisor who solicits the investor at wealths

EXHIBIT 10

Optimal Feedback Control Comparison: Log-Scale vs. Evenly Spaced Wealths

Panel A: The Optimal Feedback Control Function for 10 Log-Spaced Panel B: The Optimal Feedback Control Function for 10

Solicitations vs. 10 Linear-Spaced Solicitations for an Investor Log-Spaced Solicitations vs. 10 Linear-Spaced Solicitations
. - _ 3
with Utility u(x) = log x for an Investor with Utility u(x) = %
Optimal Control Policy: Log vs. Linear Spacing Optimal Control Policy: Log vs. Linear Spacing
(log utility) (power utility)
3.36
_ 235 N .~
ke >
5 5
= 2.33 $ 3.32
5 2.32 S
= < 3.30
2 231 k)
= £ 3.28
s 2.30 S
o o
2.29 3.26
6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)

Log Spacing (10 solicitations)
Linear Spacing (10 solicitations)
= === Theoretical Optimal t* = 2.3438

Log Spacing (10 solicitations)
Linear Spacing (10 solicitations)
= === Theoretical Optimal n* = 3.3482

NOTE: For many common utility functions, a robo-advisor who solicits the investor on a log-scale has a more accurate optimal feedback
control function than a robo-advisor who solicits the investor on evenly spaced wealths.
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on a log-scale and a robo-advisor who solicits the investor at evenly spaced wealths: In
Panel A, the linear spacing achieves a PRE of 0.0233, while the log spacing achieves
a PRE of 0.0036. In Panel B, the linear spacing achieves a PRE of 0.0276, while the
log spacing achieves a PRE of 0.0023.

CONCLUSION

Robo-advisors provide consistent, transparent, and low-cost investment strategies
free from human behavioral biases. However, their efficacy depends entirely on the
accurate elicitation of an investor’s true risk preferences. In this article, we introduce
a comprehensive framework that learns investor risk preferences—dynamically in the
low-supervision regime, and over a dedicated training horizon in the high-supervision
regime. Unlike traditional approaches that restrict investors to narrow parametric
utility families, our algorithm accommodates general utility functions. By combining
cubic Hermite spline interpolation with a fully implicit finite difference HJB solver, we
show the robo-advisor faithfully reconstructs the investor’s optimal feedback control
function over time.

We demonstrate the flexibility of this framework across two distinct operational
environments. For investors willing to engage actively during a training period, our
high-supervision regime accurately captures their preferences for deployment in future
target-date funds. For investors seeking to minimize the opportunity costs of active
trading, our low-supervision regime successfully replicates the optimal feedback
control function under a strict budget constraint on solicitations, particularly when
deploying a log-scale wealth solicitation strategy.

We recognize that real-world deployment rarely matches theoretical ideals,
prompting the development of a rigorous risk management framework. We establish
formal mathematical bounds on the maximum deviation between the reconstructed
utility and the true utility. Furthermore, we systematically stress test our algorithm
against behavioral noise, preference shifts, and insufficient data. To safeguard inves-
tors against these failure modes, we introduce automated risk mitigation techniques
(specifically maximum wealth gap thresholds and Attainable PRE tracking), as well
as a two-layer detection system, designed to identify algorithmic failures and trigger
human oversight before severe utility losses occur.

One limitation of our current framework is its vulnerability to strategic manipulation:
An investor who systematically underreports or overreports their true risk aversion
can cause the robo-advisor to learn a biased utility function that is indistinguishable
from a genuinely different preference profile. Because the robo-advisor learns purely
from observed actions, a consistently biased investor perfectly mimics an optimal
investor with a different utility.

Without imposing strict prior assumptions on the investor’s theoretical utility
form, the algorithm cannot easily distinguish between a genuinely conservative inves-
tor and an aggressive investor strategically masking their preferences (e.g., to game
advisory fees or circumvent portfolio risk guardrails). Addressing this vulnerability
remains an important open problem. As algorithmic investment advice continues
to scale, developing robust methods to detect such strategic manipulation will be
essential for maintaining the integrity and fiduciary safety of automated wealth
management platforms.
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APPENDIX A
RECONSTRUCTING THE OPTIMAL FEEDBACK CONTROL FUNCTION

In this section, we describe in detail how the robo-advisor obtains the optimal feedback
control function it from the dataset {(x, 8(x,))}._,. First, we use a cubic Hermite spline inter-

polation to obtain a continuous risk aversion 6. We then reconstruct the client’s utility
function ¢ from 0, and we solve the HJB equation with { to obtain 7.

Cubic Hermite Splines

We fix a range of wealths with the goal of approximating the investor’s risk aversion
in this range: Let there be a maximum possible investor wealth of b and a minimum
wealth of a.®

To initialize the model before any trades are observed, the robo-advisor relies on
the boundary conditions {(a, 6(a)), (b, 6(b))}, which may be established upfront via an
initial onboarding risk assessment. When only these two boundary points are available,
the algorithm defaults to standard linear interpolation instead of cubic Hermite splines.
As the investor begins trading, the robo-advisor gathers pairs of distinct observations on
investor wealth and risk aversion (x;,0(x,)).,, where each x; € [a, b]. Using these accumu-
lated points, the robo-advisor approximates the risk-aversion function through a series
of cubic Hermite splines p,. The goal is to pick slopes s,, ..., s, such that on each interval
[x,, x.,;] we can construct a cubic Hermite polynomial that satisfies

p;(x;) = 6(x;)
Pi(Xi41) = 0(X,,4)

pi’(Xi) =S
pi’(XHl) =S

We obtain the slopes s, ..., s, via a standard tridiagonal system (using boundary
conditions that enforce continuity of the third derivative at the outermost knots;
see Appendix B).

The slopes s,, ..., s, allows us to approximate the investor’s risk aversion as a function
of wealth, henceforth referred to as 6(x).

Note that the resulting cubic splines will be continuous and differentiable. Our choice
of cubic Hermite splines is motivated by the convexity of the risk-aversion functions
associated with most standard utility functions. These splines are particularly well suited
for this task because, under non-pathological choices of first derivatives and risk-aversion
parameters, each piecewise cubic polynomial is guaranteed to preserve the underlying
convexity. Furthermore, we avoid higher-order splines for simplicity and risk of oscillation
in the risk-aversion interpolation.

Reconstruction

Consider an evenly spaced grid of wealth levels {y,, ..., y,.} over [a, b] and the initial
) — a(}’,-+1)— U(Y,)

conditions that G(y,) = u(a) and a(y,,) = u(b).® We can estimate ua'(y, -

8For practical implementations, we can calibrate [a, b] wide enough such that, given the risk-free
rate and risky rate, we can be fairly certain that the investor’s wealth will always stay in this interval by
time T. In our empirics, we assume that if the investor’s wealth level exceeds the interval [a, b], they
operate according to their learned portfolio allocation at a or b, whichever is closer to their wealth.

°For practical purposes, this can also come from the onboarding risk assessment mentioned
in the cubic Hermite splines section.
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where h =y, — y. Similarly, the second derivative at point y, may be approximated as
. U(y.,.)—20(y,)+G(y,_
ay,) = (Yina) h(2y) Via)
We choose {(y,) to satisfy é(y,.) = —M for all y,. Substituting the approximations
~ ~n u (yl)
for the d’(y,) and G”(y,), we have

G(y,.,)(h*8(y,) + h)+a(y,)(=h*8(y,) — 2h) + d(y, , )(h) = O

Incorporating our initial conditions that G(y,) = u(a) and d(y,,) = u(b), this reduces to
a sparse tridiagonal matrix equation, which is detailed in the Appendix B.

Solving this system gives an approximation of the client’s utility . In the Appendix B
(Exhibits B4 through B7), we compare the goodness of fit that the reconstructed utility i

has against the true utility u and their percentage errors when the underlying client utility
0.3

functions are u(x) = log x and u(x) = g—

Finally, we numerically solve the HJB equation, described next, with the boundary
condition V(T, y) = G(y), yielding the investor’s (approximate) value function corresponding
to the optimal feedback control function 7 on [a, b].

HJB EQUATION AND SOLVER

The investor’s value function V solves the HJB equation (Cvitanic and Zapatero 2004)
1 2..2.,2 ~
Vt+sup[§n o°X Vxx+nx(u—r)vx}+rxVX:0, V(T, x) = U(x)

We solve this numerically using a fully implicit (Backward Time, Centered Space, or
BTCS) finite difference scheme, rather than the more common Crank—Nicolson method,
because BTCS is strictly L-stable: It smoothly dampens noise inherited from the recon-
structed utility spline and guarantees an M-matrix structure, so portfolio weights do not
oscillate spuriously across nearby wealth levels. Because the dominant source of error
in our setting is noisy, out-of-sample behavioral data rather than temporal discretization,
we accept BTCS’s first-order (rather than Crank—Nicolson’s second-order) time accuracy
in exchange for this stability.

We discretize wealth x € [a, b] into N evenly spaced nodes x; and time into m steps of
size At = T/m, stepping backward from V(T,-) = G(-). At each step k, we first evaluate the
optimal control from the known value function at the previous step,

_ k vk _vk
R T T AR A
o x; (V) 2Ax

Vi-tl — 2ka + \/:51
AX2

Substituting n,.k into the HJB equation resolves the supremum and leaves a linear
parabolic PDE; discretizing this implicitly in time yields, at each interior node, a tridiagonal
system AV¥™" = V¥ with

20,

A,.,1=—At(i b, ) A =1+A20 A
' ' AxX

\
B __At(i+£
AX® 2Ax

i+l T AXQ 2AX y

where o, = %(ch‘csx,‘)2 and B, =[r+m/ (u—r)]x,.

Standard Dirichlet or Neumann boundary conditions require a priori knowledge of the
client’s utility function at the domain boundaries, which we do not have. We instead impose
a dynamic geometric boundary condition: We estimate the local power-law exponent of V
from its two innermost finite-difference slopes and use it to extrapolate a boundary row
for A that lets the boundary grow with the interior while preserving the local curvature,
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rather than clamping it artificially. Full derivations of this boundary condition and of
the linear system are provided in the Appendix B.

DETAILS ON LAYER 1 AND LAYER 2 TESTS

Here, we provide more details on our two-layer automated circuit breaker framework,
described in the detection of algorithmic failures section.
Layer 1: Economic Consistency Checks.

1. Monotonicity Test:

n-1
Test 1 fails if %Zl{é(x,ﬂ) —0(x)>1,}>0, (A-1)
n—1%%

where 1, and ¢, act as tolerance thresholds governing the strictness of the
monotonicity requirement. For the numerical experiments presented herein,
we set 1, =5x 107 and ¢, = 0.10. We deliberately selected these moderate
thresholds to illustrate the robo-advisor’s capacity to successfully detect
severe, critical failures (e.g., larger values of behavioral noise ) while per-
mitting smaller, benign noise to pass through without repeatedly triggering
false alarms. The failure detection rates reported in this section are explicitly
valid for and conditional on this tolerance threshold configuration.

In an operational setting, these tolerance thresholds can be mapped directly
to the investor’s behavioral profile. For example, financially savvy investors are
expected to exhibit minimal behavioral noise, and hence tighter thresholds
are more appropriate (D’Acunto et al. 2019). On the other hand, novice retail
investors display higher degrees of behavioral noise; therefore, more permis-
sive thresholds are practically sufficient. A similar illustrative rationale dictates
the selection of the other tolerance thresholds defined in this section.

2. Convexity Test:

Test 2 fails if 321{6"()9.) <-1,}>0, (A-2)

i=1

where 1, and ¢, are tolerance thresholds for the convexity test. Here, we also
use 1,=5x 107 and ¢, = 0.10.

Layer 2: Out-of-sample validation. We implement out-of-sample validation as follows:

1. First, we split observations into a training set (x,,0(x,)).., and a validation set

(X,,80x,)) -

2. We learn the utility function g from the training set 7 directly and predict the risk

aversion at validation points: 8(x,) = —d"(x,)/d’(x,).
1

3. Define the validation error as MSE, = (6(x,)—6,)%." Then

- M iev
Layer 2 fails if MSE > 1.,

where 1, is the tolerance threshold for this layer. We use 1, = 0.0025. Note
that if there are too few observations (less than 10), the test is not triggered.

°Note that 6 will pass through all observations in the training data; therefore, MSE,

=0.

rain
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SENSITIVITY ANALYSIS

In this section, we provide a description on how sensitive the robo-advisor’s learning
is on the investment horizon T and initial wealth x,,.

Changing Investment Horizons

As discussed in the insufficient observations section, we vary the investment horizon
T for the high-supervision regime (still assuming a solicitation every month) and report
the PREs. Exhibit A1 runs 100 Monte Carlo simulations and reports the median PRE and
g, at the end of each T. This suggests that under ideal, no-noise conditions, the high-
supervision robo-advisor can learn preferences well (under a PRE of 10%) in a shorter
time window than 10 years (we see diminishing marginal returns from T = 7 onward).

Sensitivity to Initial Wealth

We provide robustness tests on the sensitivity of the robo-advisor to the client’s initial
wealth. Because the observed wealth states depend heavily on the initial condition and
the realized wealth trajectory, some parts of the wealth domain may be visited rarely or
not at all. This lack of coverage can impact the accuracy of preference reconstruction
over the full interval [a, b].

Exhibit A2 demonstrates that the utility reconstruction error (g,) and global PRE tend
to increase as x, increases for both the high- and low-supervision regimes. This behavior
is expected: An investor starting at a significantly higher wealth level (e.g., x, = 7.5) will
likely never visit the lower bounds of the wealth domain, starving the algorithm of data
in that region and naturally inflating the global PRE.

However, this structural vulnerability can be effectively managed by the risk mitigation
strategies introduced in the risk mitigation strategies section. In the low-supervision regime,
while the global PRE increases with x,, the Attainable PRE remains robust across all initial
wealth levels, staying below 2%. This confirms that the algorithm still faithfully reconstructs
the optimal portfolio allocation for the wealth states the investor actually experiences.

EXHIBIT Al

The High-Supervision Robo-Advisor Can Learn the Investor’s Optimal Portfolio Allocation Function
in Less than 10 Years

Panel A: PREs for an Investor with Utility u(x) = log x with Panel B: ¢, for an Investor with Utility u(x) = log x with
Varying Investment Horizon T Varying Investment Horizon T
PRE vs. Supervision Horizon (T) Utility Reconstruction Error vs. Supervision Horizon (T)
0.30 0.08
0.25
0.06
0.20
Ll
E 0.15 > 0.04
0.10 0.02
0.05
0.00
1 2 3 4 5 6 7 8 9 10 1 2 3 4 5 6 7 8 9 10
Time Horizon T (years) Time Horizon T (years)

—@— Median PRE —@— Median Utility Reconstruction Error
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For the high-supervision regime, training paths that fail to explore the lower domain (such
as those starting at high x,) naturally produce large unvisited intervals, which would
automatically trigger the maximum wealth gap safeguard and prevent deployment. Lastly,
for moderate initial wealth configurations (x, < 2.5), the global PRE remains highly robust
at under 5% even prior to our risk mitigation strategies.

EXHIBIT A2

PREs and g, for the High-Supervision and

Low-Supervision Robo-Advisors for Different Levels

of the Investor’s Initial Wealth

Panel A: High Supervision

THE OPTIMAL WEALTH GAP

To find the optimal wealth gap, Exhibit A3 illustrates
two examples of the right-tailed behavior of the PRE
distribution for the high-supervision investor. It fur-
ther shows a plot of the maximum allowed wealth gap
Ax__ versus the log median PRE of all Monte Carlo

max

runs whose wealth levels satisfy the wealth gap. As

X, PRE g, expected, smaller wealth gaps correspond to smaller
1.2 0.0267 0.0010 median PREs. However, there is a trade-off: While a
1.5 0.0149 0.0007 smaller wealth gap reduces PRE, it is also more unlikely
2.5 0.0411 0.0021 for the high-supervision investor to achieve for a sto-
5.0 0.1447 0.0170 chastic wealth process. This means that the high-super-
7.5 0.2753 0.0586 vision investor may need to repeat more training runs
Panel B: Low Supervision before finally obtaining a trained robo-advisor with low

. PRE. Panel C of Exhibit A3 shows there exists a “kink,"
X Global PRE Attainable PRE g, beyond which the (log) median PRE increases signifi-
1.2 0.0362 0.0048 0.0005 cantly as a function of the wealth gap. Hence, we use
1.5 0.0095 0.0041 0.0004 a standard Kneedle algorithm to find the kink for the
2.5 0.0475 0.0053 0.0028 baseline high-supervision investor (Ax,,,, = 7.5018) and
5.0 0.1624 0.0120 0.0120 then use this value of the wealth gap as a risk mitigation
7.5 0.3000 0.0175 0.0770 technique for all other high-supervision risk modes.
EXHIBIT A3

Histograms of PREs over 100 Monte Carlo Simulations and Wealth Gap Plot for High-Supervision Investor

Panel A: A Histogram of PREs for the Baseline
High-Supervision Investor over 100 Monte Carlo

Simulations. The Median PRE Is 0.027

50

40

30 4

20

10

0

Policy Error (Eps_Pi)
Median = 0.027

0.00 0.05 0.10 0.15 0.20 0.25 0.30 0.35

Max Relative Error

Panel B: A Histogram of PREs for the High-Supervision
Behavioral Noise Regime with ¢ = 0.1 over 100 Monte Carlo
Simulations. The Median PRE Is 0.182
Policy Error (Eps_Pi)
Median = 0.182

01 02 03 04 05 06 0.7 0.8
Max Relative Error

(continued)
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EXHIBIT A3 (continued)

Histograms of PREs over 100 Monte Carlo Simulations and Wealth Gap Plot for High-Supervision Investor

Panel C: Plot of the Maximum Allowed Wealth Gap vs. the Log of the
Median PRE of All Runs That Satisfy the Wealth Gap, for the Baseline
High-Supervision Investor

Log (median PRE)

Threshold Sweep - Log (PRE)

-3.75 1
-4.00 -
-4.25 4
-4.50 1
-4.75 1
-5.00 -
-5.25

2 3 4 5 6 7 8 9
Gap Threshold

—@— Log (Median PRE) === Log Elbow = 7.50 ====s= Recommended = 7.50

NOTES: Panels A and B are examples illustrating the distribution of PREs are right-tailed. Panel C varies the maximum allowed
wealth gap for the baseline high-supervision investor and the log of the median PRE of all runs that satisfy the wealth gap.
The “knee” is found via a standard Kneedle algorithm, obtained to be at Ax,,, = 7.5018.

PROOF OF PROPOSITION 3

Assumption 5. Assume the value function reconstruction guarantees that errors in the
first and second derivatives of the value function are bounded proportionally to the maxi-
mum absolute utility error. That is, there exist constants C, and C, such that for all x € [a, b],

|V, (t,x) = V.E(t, X)| < Cyg, ||ull.
Vo (t, X) = V£ (£, X) |[< Ce, | |ul].

Here, V* and V are value functions corresponding to the true optimal u and recon-
structed G, respectively.

We wish to show that, with the assumptions that follow, given a learned strategy &t and
its corresponding utility error €,, we have PRE(%t) = O(g,). See Exhibit B8 for a numerical
verfication of Proposition 3 and Exhibit B9 for a numerical verification of Assumption 5.

Proof. Let m* solve the HJB equation with true utility u, and & solve with learned utility G.
Both satisfy the first-order condition from the HJB maximization:

" ~
AU I A U
XVX(t, x) XV (t, X)

t=—c(u-r)

Then the absolute difference in policies can be written as

I v
L o LA B (A
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where f(y,z) = X. By the mean value theorem, there exists a point (V,,V, ) between (VX*, Vx’f)
V4

and (V,,V,) such that
f(V,V, ) - F(VIVE) = VAV, V) - (V. - V5V, —V5)

So, we have

- -r|1 -~ ~
|n*—n|sr‘2V—(vx—v*)—v—;(vxx—v;j)

XX

u—r V.|
< ( Cigllull. +=5Coe, ||ull.. J
IV, vz

Because u satisfies Inada conditions and is evaluated on a bounded interior domain
[a, b], its derivatives are strictly bounded away from zero and infinity. Namely, there exist
constants ¢, d > O such that fo(t,x) <-c<0andVX(tx)>d >0 forall x € [a,b]. Because
V* and V' are continuous functions on this compact interior domain, the extreme value
theorem states that they must attain a finite minimum and maximum, and hence are
bounded away from zero and infinity.

By Assumption 5, the approximated second derivative satisfies |V, — V¥|< C,e, ||u]|..,

and thus for a small enough ¢, (for example, if ¢, < ﬁ), we are guaranteed that
V. (t,x)<—c/2<0. 2C]lull.
Because both the true V* and approximated V,, are bounded away from O by at

least — 2 , we conclude that |V |> > Using a similar argument, V is bounded above by

max(V.*,V,), which is finite.
Hence, we can define a finite constant

C |V
M = sup||u ILQ(| |+ GV '

xela.b] | |

PROOFS OF PERFORMANCE BOUNDS

In this section, we give the formal mathematical statement of the performance
bounds discussed in the performance bounds section and their respective proofs.
First, we have the following, which is well known from polynomial interpolation:
Proposition 6. Given points {(x,0(x,))}.., and 0 be the piecewise cubic polynomial
generated by cubic Hermite splines, we have that the interpolation error is upper bounded by
max|0(x) — (x)|< e

xela,b]
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where

€= maxl((x,.+1 —x,)* max |9(4’(t)|)

1
24 -16 i=1.. te[X; Xj4]

We generalize Proposition 6 to give the following result on the upper bound between
the reconstructed utility function and the investor’s true utility. This is Proposition 4.

Proposition 7. Given sampled points {(x,0(x,))}.,, the piecewise cubic polynomial 0
generated by cubic Hermite splines, and the reconstructed utility d, let

€= maxl((x,.ﬂ—x,.)4 max |e(4)(t)|)

24.16 1. telx; X1

be the largest possible cubic interpolation error. Let {y,, ..., y,,} be an evenly spaced grid on
\

1 0 0 0 0
h —h*6(y,)-2h  h*8(y,)+h 0 0
[a,b],and let A= 0 h -h*8(ys)—2h  h*B(ys)+h 0
0 h —mB(y,, ,)-2h h8(y, ,)+h O

J
be the matrix used in reconstructing the investor’s utility curve (see the Appendix B for
more details).

Then the maximum error on i is bounded by

g —ull..

A < oer?)| A7
llull.

Proof. Write the reconstruction as Aii = b. However, since each é(y,.) has some error
due to interpolation, we write é(y,) =0(y,)+qg,e, where |g| < 1. Then A= A—¢eF, where

A\

1 0 0 0 0
h —h6(y,)-2h  h*6(y,)+h 0 0
2 2

. 9 h —he(%/s)—2h h6(¥3)+h - Q and
0 h -h*8(y,, ,)—2h h*6(y, ,)+h O
0 0 0 0 1,
o o0 .. o
0 gqh” -q,h° 0 0

F=| : - .
0o .. o gq,.,h -q,.,h
0 .. 0

/

Given Aii = b, we want to find the maximum deviation between u and a given a per-
turbation of ¢F to A. So we have (A+€F)Ua+A)=hb, and thus A =u—u. Expanding and
solving for A, we get that A = —eA™*Fu. Hence, we have that

Al =1d—ul| = €||AFul[< e|JA™{][|F]]l]ull

Taking the infinity norm and noting that ||F||. < 2h?, we have our conclusion. O
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APPENDIX B
HJB EQUATION AND SOLVER

This appendix first gives the HIB equation corresponding with the investor’s portfolio
optimization problem and then describes the numerical algorithm used to solve it.
We use a fully implicit finite difference scheme (BTCS) that steps backward in time from
the terminal date, computing the optimal allocation at each wealth level. We opt for BTCS
instead of the Crank—Nicolson method because of stability: BTCS smoothly dampens
noise in the reconstructed utility curve and guarantees that portfolio weights do not
oscillate spuriously for similar wealth levels.

Proposition 1 (Cvitanic and Zapatero 2004). The value function V of the control
problem satisfies the following HJB equation:

V.+ supEnzozfvxx +X(L—r)V, } +mxV, =0, V(T,x)=u(x)

We describe the numerical BTCS approach used to solve the HJB equation here.
While explicit finite difference schemes are easier to implement, the numerical solution
becomes unstable unless the ratio of the time step to the squared space step (At/Ax?)
is sufficiently small. This instability can have far-reaching consequences in the recon-
structed strategy n*, as oscillations may produce large errors. Furthermore, for practical
applications, we may want to avoid soliciting an investor for small time steps (At).

To guarantee stability across larger time steps, implicit schemes are required. The
Crank—Nicolson algorithm is often the recommended implicit method for financial PDEs
because it is unconditionally stable and achieves second-order accuracy in both the space
and time directions. However, we deliberately elect to use the first-order fully implicit
(BTCS) scheme due to the numerical nature of our robo-advisor learning framework. We
summarize the trade-offs here:

1. While Crank—Nicolson is unconditionally stable, it is not strictly L-stable. As a
result, the Crank—Nicolson method can produce spurious oscillations (Giles and
Carter 2005; Pooley et al. 2003; Duffy 2013). In our framework, the investor
utility G(x) is reconstructed from a cubic spline fitted to discrete investor data.
We observe that Crank—Nicolson propagates errors into the calculated spatial
derivatives (V, and V,)) and causes severe oscillations in the optimal feedback
control function t*. On the other hand, the BTCS scheme is strictly L-stable,
providing heavy numerical diffusion that smoothly dampens the noise in the
reconstructed spline.

2. At large mesh ratios (At/Ax?), Crank-Nicolson can violate the discrete maximum
principle, leading to oscillatory portfolio weights. As stated, in our application,
oscillations are particularly devastating, as it causes a client to oscillate between
extreme leveraging and shorting for similar levels of wealth. The fully implicit (BTCS)
scheme mathematically guarantees an M-matrix structure, which guarantees
stable portfolio allocations regardless of the time step size. As stated, a robo-
advisor who solicits the client for microscopic At may not be desired in practice.

While we trade the second-order time accuracy of Crank—Nicolson for the first-order
time accuracy of BTCS, given that the dominant source of error in our framework stems
from noisy, out-of-sample behavioral data (see stress-testing section) rather than temporal
discretization, the robust filtering properties of the BTCS method far outweigh the loss
of higher-order time precision in our application.

To solve Equation B-1, we employ a fully implicit (Backward Time, Centered Space,
or BTCS) finite difference scheme, chosen for its L-stability, which reduces oscillations
inherent in reconstructed utility functions.
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Space and time discretization. We define a bounded computational domain for wealth
x € [a, b], discretized into an evenly spaced grid of N points, x,=a + iAx fori=0,..., N- 1.
The time horizon T is divided into m intervals with step size At = T/m. Let V* denote the
numerical approximation of the value function at wealth node x; and time step k (where
k = 0 represents the terminal time T, and we step backward to k = m).

Feedback control function evaluation. We assume that within the microscopic time
step At, the investor’s optimal portfolio allocation m* remains constant. Mathematically,
freezing the control variable over the discrete time interval is a standard piecewise-con-
stant approximation in finite difference schemes for stochastic control (Kushner and
Dupuis 2001). Kushner and Dupuis (2001) show that the optimal continuous-time control
can be arbitrarily well approximated by this piecewise constant formulation, guarantee-
ing convergence to the true optimal feedback control function as At — 0. Furthermore,
holding the target allocation © constant over a short, microscopic horizon At accurately
reflects the discrete, periodic rebalancing schedules actually implemented by real-world
robo-advisors.

So, at each time step k, we first estimate the optimal portfolio allocation rt/ using the
known value function from the previous step. We compute the spatial derivatives using
second-order centered finite differences:

( )k — Vlf—l_viﬁl
x/i 2Ax

(V )k — \/Iil _2Vik +Vr’k1
xx /i AX2

Value function update. Using the calculated optimal feedback control function n,.k,
we advance the value function to the next backward time step k + 1 using a fully implicit for-
mulation. We first substitute the explicitly evaluated optimal feedback control function 7/
into the HJB equation. Because the supremum operator has been resolved, the nonlinear
Bellman equation simplifies into a linear parabolic partial differential equation evaluated
at the current state:

Vt+%(n"0x)2vxx+[r+n“(p— rxv, =0 (B-1)

Next, we approximate the continuous time derivative using a backward finite differ-
k k+1

ence V, = —a Because we employ a fully implicit scheme, we evaluate the spatial

derivatives V, and V,, at the unknown future time step k + 1.
For ease of notation, we define the state-dependent coefficients:

o= E(n,kcsx,.)2
2

B,=Ir+miu—r)x,

Substituting everything into Equation B-1 yields a linear system for the interior nodes
A<i<N-2):

V=Vt At[a, Ve o2V g W v,ﬂ
1 1 1 sz ; 2AX
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This reduces to a tridiagonal matrix system AV*"* = V¥, where the elements of the i-th
row of A are:

N
A= _At(iiz_ ﬁ
' AX® 2Ax,
A =1+At(2—°°2"j
’ AX
N
Aja = _At(iiz"' i
’ A" 2Ax,

Boundary conditions. The choice of boundary condition is essential to have an accurate
robo-advisor because an inaccurate boundary condition may propagate errors throughout
all wealth levels in the estimated &, leading to a wildly inaccurate . Standard Dirichlet
or Neumann boundary conditions often require a fixed function for the value function or
its first derivative, which require a priori knowledge of the client’s utility function. Other
methods, such as extrapolating the slope at the endpoints, often introduce “time drag”
or artificial clamping at the boundaries of the grid, which propagate errors into the interior.
Because standard utility functions often exhibit local power-law behaviors at the endpoints
a and b, we implement a dynamic geometric boundary condition that enforces a slope
ratio rather than a fixed slope value.

At the left boundary, we calculate the finite difference slopes of the adjacent interior

VQ_ V1

points: s,, = and s,, = V3A_XV2, evaluated at their respective spatial midpoints X,

and x,,. We estimate the local power-law exponent 1, by assuming the slope scales
geometrically:

_ 108(8,,/S5)

C10g(X 0/ X,s)

We then calculate a geometric projection factor F, for the boundary interval x,,:

This factor dictates the relationship between the boundary node and the interior
nodes, V, -V, =F,(V, - V,), which allows the boundary to grow dynamically with the interior
while maintaining the correct power-law curvature. Rearranging this relationship provides
the boundary row for our implicit matrix A:

VP L+ RV =RVt =0

An analogous formulation is applied to the right boundary using the appropriate
right-side nodes. By setting the right-hand side vector g to V* (with zeros at the boundaries
to satisfy the homogeneous ratio conditions), we solve the sparse linear system AV*" = q
at each time step.

RECONSTRUCTING THE OPTIMAL FEEDBACK CONTROL FUNCTION

In this section, we describe in more mathematical detail how the robo-advisor obtains
the optimal feedback control function & from the dataset {(x,, 0(x;))},. First, we use a cubic
Hermite spline interpolation to obtain a continuous risk aversion 8. We then reconstruct
the client’s utility function & from 6, and we solve the HJB equation with { to obtain 7.
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Cubic Hermite Splines

Leth,=x,, —xandr = B(X,.1) = 8(x)
[x., x.,,] then becomes h

. The interpolating polynomial p,(x) on the interval

p,(x)=0(x,)+5,(x - x,)+ hsf (X —x,)°

S — 26+, 2
%(X_ Xi)" (X = Xi11)

1

”n

With standard “not-a-knot” initial conditions that p;”(x,) = p.’(x,) and p”,(x,_,)
=p’,(x,.), we obtain s, ..., s, via the following system of equations:

1 1 1 1
= 5 2 o2 9 - 0 ol i_ I
h1 h1 h2 h2 hf h22
1 2 2 1
— —+— — 0 . 0 S, o
h, h, h, h, 3 L4 2
1 2 2 1 S hy
0 — —t+— — ... 0 S, :
h, h, h, h, i =
Sp- r r
1 2 2 1 n—-1 n-2 n-1
o .. o — 4= = | 3(h T ]
hn—2 hn—2 hn—l hn—l n-2 n-1
1 1 1 1 r,. r.
0 . 0 - - - 2 (hz_2 _ rz_lj
hn—2 hn—2 hn—l hn—;]_ n-2 n-1

Reconstruction

To reconstruct the optimal feedback control function, the tridiagonal matrix equation is

0()’1) u(a) A
a()’z) 0
T : = (B-2)
U(Y,q) 0
a(y,,) u(b)
where
0 0 0 0"
~h*8(y,)-2h  h*6(y,)+h 0
7-| © h —-h*0(y,)—2h  h*6(y,)+h 0
0 h —-h*8(y, ,)—2h h*8(y,,)+h O
0 0 0 0 1
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QUALITY OF THE RECONSTRUCTED FEEDBACK CONTROL FUNCTION

As shown in Exhibit B4, the high-supervision robo-advisor is also able to accurately
0.3

recover the optimal feedback control function for an investor with a power utility u(x) = 8—3

Exhibit B2 shows the progression of the low-supervision robo-advisor’s Iearned it
over time, following investor utility u(x) = log x. Exhibit B3 shows the progression of ‘E)hse

low-supervision robo-advisor’s learned it over time, following investor utility u(x) = 03

All of these show that the robo-advisor is able to accurately recover the investor’s optinlwal
feedback control function.

EXHIBIT B1 ol
Performance of Robo-Advisor for a Client with Utility u(x) = E Who Is Always Active-Investing
Panel A: Optimal Feedback Control Function for t = 10 Panel B: Optimal Feedback Control Function for t = 25
High-Supervision Signal Recovery (t = 10) High-Supervision Signal Recovery (t = 25)
4.0 4.0
3.8 3.8
§ 3.6 § 3.6
© ©
3 3
Z 34 3 3 Z 34 .
/
3.2 /// 3.2
3.0 3.0
2 4 6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)

Panel C: Optimal Feedback Control Function for t = 120,
the Time When the Process Stops
High-Supervision Signal Recovery (t = 120)

4.0

3.8

3.6

Allocation

3.4

3.2

3.0
2 4 6 8 10

Wealth (x)

Robo-Advisor Learned Pi(x) === True Optimal: 3.35 @ Observed Action X Robo-Advisor Estimate

NOTES: The red horizontal line represents the theoretical optimal feedback control function n* = ﬁ In this run, PRE(7t) = 0.0037.
-Y)o
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EXHIBIT B2
Performance of Robo-Advisor for a Client with Utility u(x) = log x following the Low-Supervision Method
Panel A: Optimal Feedback Control Function for t = 10 Panel B: Optimal Feedback Control Function for t = 25
Learned Policy (t = 10) Learned Policy (t = 25)
3.0 3.0
2.8 2.8
2.6 2.6
S 2 & A
g 50 \,_,///// g 00 ‘\_,///
o < o -
<20 <20
1.8 1.8
1.6 1.6
2 4 6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)

Learned Pi(x) @ Action Pi=2.16 === True Optimal

Learned Pi(x) @ Action Pi=2.15 —=-= True Optimal | |

Panel C: Optimal Feedback Control Function for t = 120,
the Time When the Process Stops
Learned Policy (t = 120)

3.0
2.8
2.6
241

2.2

Allocation

2.0
1.8

1.6

2 4 6 8 10
Wealth (x)

Learned Pi(x) @ Action Pi =2.35 === True Optimal

NOTES: The red horizontal line represents the theoretical optimal feedback control function 7* = “_J . In this run, PRE(ft) = 0.0066.
c
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EXHIBIT B3 ol
Performance of Robo-Advisor for a Client with Utility u(x) = ﬁ following the Low-Supervision Method
Panel A: Optimal Feedback Control Function for t = 10 Panel B: Optimal Feedback Control Function for t = 25
Learned Policy (t = 10) Learned Policy (t = 25)
4.0 4.0
3.8 3.8
3.6 3.6
§ 34 § 3.4
§ 32 // 8320
27 2
<30 <30
2.8 2.8
2.6 2.6
2 4 6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)

Learned Pi(x) @ Action Pi =3.28 === True Optimal

Learned Pi(x) @ Action Pi =3.09 === True Optimal | |

Panel C: Optimal Feedback Control Function for t = 120,
the Time When the Process Stops
Learned Policy (t = 120)

4.0
3.8
3.6
3.4

3.2

Allocation

3.0
2.8

2.6

2 4 6 8 10
Wealth (x)

Learned Pi(x) @ Action Pi =3.35 === True Optimal

NOTES: The red horizontal line represents the theoretical optimal feedback control function * = ﬁ In this run, PRE(7t) = 0.0023.
-Y)o
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QUALITY OF THE RECONSTRUCTED UTILITY CURVE

Using the pipeline in the model section, Exhibits B4 and B5 compare the fit of {i(x) to
u(x) when the underlying utility function is u(x) = log x, and Exhibits B6 and B7 compare
0.3

the fit when the underlying utility function is u(x) = 8—3 In both cases, the reconstructed

utility fits very well to the true utility: Even with 10 random observations, we can get within
a 3% error to the true utility at all points. With 25 observations, we can get within a 1%
error to the true utility at all points.

EXHIBIT B4
Reconstructed vs. True Utility When u(x) = log x
Panel A: u(x) vs. i(x) after 10 Randomly Selected Panel B: u(x) vs. d(x) after 25 Randomly Selected
Observations of (x, 0(x))) Observations of (x, 0(x))
Reconstructed vs. True Utility (10 random observations) Reconstructed vs. True Utility (25 random observations)
2.0 2.0
1.5 1.5
F =
5101 5 1.0
0.5 0.5
0.0 0.0
2 4 6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)

Panel C: u(x) vs. i(x) after 100 Randomly Selected
Observations of (x;, 6(x))
Reconstructed vs. True Utility (100 random observations)

2.0 1
1.5
2
5 1.0
0.5 1
0.0 1
2 4 6 8 10
Wealth (x)

True u(x) = log x === Reconstructed G(x)
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Panel B: Uty - ulx) after 25 Randomly Selected Observations
of (x,, 6(x,)
Percentage Error (25 random observations)
0.4 1
g
S 0.3
Iy
%
& 0.2
[
Q
<
2 01
0.0
2 4 6 8 10
Wealth (x)

after 100 Randomly Selected Observations

Percentage Error (100 random observations)

EXHIBIT B5
Percentage Error between u(x) and t(x) When u(x) = log x
Panel A: utx) - u) after 10 Randomly Selected Observations
of (x, 6(x))
Percentage Error (10 random observations)
2.5 1
g 2.0 1
3
5 1.5
(]
%
= 1.0
g
& o5
0.0
2 4 6 8 10
Wealth (x)
Panel ¢: 4X) - UXx)
of (x, 6(x,))
0.20 1
S
S 0.15
i
)
& 0.10 1
f=
[]
<
& 0.05 1
0.00 A

6 8 10

Wealth (x)
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EXHIBIT B6 ol
. X
Reconstructed vs. True Utility When u(x) = 03
Panel A: u(x) vs. d(x) after 10 Randomly Selected Panel B: u(x) vs. d(x) after 25 Randomly Selected
Observations of (x, 0(x))) Observations of (x;, 6(x)))
Reconstructed vs. True Utility (10 random observations) Reconstructed vs. True Utility (25 random observations)
6.5 1 6.5 1
6.0 1 6.0 1
5.5 1 5.5 1
F F
= 5.0 = 5.0 1
5 5
4.5 { 4.5
4.0 1 4.0 1
3.5 1 3.5 1
2 4 6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)

Panel C: u(x) vs. (x) after 100 Randomly Selected
Observations of (x;, 6(x))
Reconstructed vs. True Utility (100 random observations)

6.5 1
6.0 1
5.51
5.0

Utility

4.5 1
4.0 A
3.5 1

2 4 6 8 10
Wealth (x)

True u(x) = log x*3/0.3 === Reconstructed {(x)
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EXHIBIT B7 o5
Percentage Error between u(x) and d(x) When u(x) = g—

Panel A: Uty - ulx) after 10 Randomly Selected Observations Panel B: Ut - ulx) after 25 Randomly Selected Observations
of (x, 6(x)) of (x, 6(x))
Percentage Error (10 random observations) Percentage Error (25 random observations)
030 1 0.030 4
0.251 _0.025 1
5 0201 5 0.020 1
= w
;D 0.15 1 g, 0.015 |
©
£ £
€ 0.10 1 g 0.010 1
S =
g &
o 0.05 { 0.005 -
0.00 1 0.000 -
2 4 6 8 10 2 4 6 8 10
Wealth (x) Wealth (x)
Panel C: Uty - ulx) after 100 Randomly Selected Observations
of (x, B(x))
Percentage Error (100 random observations)
0.014
0.012
& 0.010 1
€ 0.008
i
$ 0.006 1
8
g 0.004 1
]
o 0.002 -
0.000 A
2 4 6 8 10
Wealth (x)

NUMERICAL VERIFICATION OF PROPOSITION 3

Here, we present numerical verification of Proposition 3. For the log high-supervision
regime with behavioral noise, we vary the noise ¢ on a log scale from 107 to 10™ to
ensure small g,. Using the median PRE and ¢, from 10 seeds each, we plot ¢, vs. PRE
on a log-log graph. R

Exhibit B8 shows the fitted slope B—very close to the theoretical slope of 1.

Exhibit B9 also provides numerical evidence of the validity of Assumption 5,

|V, (t = x) = V¥ (¢, X))

showing that there exist finite constants C, and C, that upper bound

Y% e |lu
IV, (t = x) = V.X(t,x)| Jull

and , respectively. The corresponding plots for the low-supervision

ellull..
investor are similar.
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EXHIBIT B8

Emerging Risks 2026

Median ¢, vs. Median PRE over 10 Monte Carlo Runs, Plotted on a Log-Log Scale

Empirical Verification of Linear Error Propagation

L]
.,"'"
107 4 -
)
-
-
- L ]
o
e
w - @
o -
o -
. >
g -
[F] L -
= -
-
e .-
.
»””
I,"
- L d
-
-8
@
1072 - :
10

Median Utility Error (¢ )

® Empirical Medians == == Empirical Fit (B =0.993) = = = = Theoretical Bound ¢(e)

NOTES: There were 10 different values of 6 sampled. The 95% confidence interval is [0.799, 1.188].

EXHIBIT B9

There Exist Upper Bounds C, and C,, Justifying Assumption 5, for the Baseline High-Supervision Log

and Power Utility Investors

Panel A: First Derivative; Log Utility
First-Derivative Error and Numerical Bound

0.006 {7
0.005 -
£ 0.004
0.003
0.002
0.001
0.000 H

Error Magnitude

— |u(x) = uF)|
- - - Numerical Bound: C.e ||u]|_, C, = 6.466e + 00

Panel B: Second Derivative; Log Utility
Second-Derivative Error and Numerical Bound
05 {7~ T

©c o ©
Now s

Error Magnitude

o
[EN

o
<)

— |0, (x) = u*(x)|
- - - Numerical Bound: C,e ||u]|_, C, = 5.428e + 02

(continued)
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EXHIBIT B9 (continued)

There Exist Upper Bounds C, and C,, Justifying Assumption 5, for the Baseline High-Supervision Log
and Power Utility Investors

Panel C: First Derivative; Power Utility

Error Magnitude

0.12 -
0.10 4
0.08
0.06 -
0.04 1
0.02
0.00 1

First-Derivative Error and Empirical Bound
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Panel D: Second Derivative; Power Utility
Second-Derivative Error and Empirical Bound

Error Magnitude
© © 0 o o o o
O Rr N WO O

— 0,(x) = uF(x)|

- - - Empirical Bound: C.g ||u]|_, C, = 3.001e — 02

— |, (%) = uk(x)|
- - - Empirical Bound: C, ||u|_, C, = 1.521e - 01

EQUIVALENCE OF UTILITY LOSS AND WEALTH-EQUIVALENT LOSS

We illustrate this using u(x) = log x. Trlle proof for power utility follows similarly.
alg
Recall that CELoss = 1~ SXR(EI0BWr )
exp(E[log W™])
The wealth-equivalent loss is defined as the L such that

Eflog((1 — L)W*)] = E[log W¢]

Note that for log utility, the optimal portfolio allocation is independent of wealth;
therefore, if the investor achieves a terminal wealth of W™ with initial wealth x,, they
must achieve a terminal wealth of (1 — L)W with initial wealth (1 — L)x,.

Solving for L we get that

alg
L — 1_ w — CE—LOSS
exp(E[log W, ™])
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